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Kernel method

o Kernel ridge regression
N
f(x") = ;\%K(x*, x;)
T weight  similarity
a=(Kxx +X )7
(Kxx )y
regulariser
o Gaussian kernel (similarity)
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Kernel “trick”

o Why do we get non-linearity?

@ Basis expansion

with

fx) = w'(x)

> Gaussian kernel considers infinite number of monomials z*
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Gaussian process prior

@ Bayesian non-parametric kernel model for learning from data
o Key idea: function prior f(x) ~ GP(m(z), Kg(x,x")) that encodes

f(z1) f(z1) m(z1)] [Ke(z1,21) -+ Ko(1,2n)
p : =N : N f :
flzn) flen)] ' Im(zn)] LKo(w,21) -+ Ko(w,zn)
f m Ky

GP prior GP posterior




Gaussian process posterior (regression)

o Observed noisy data values y = (y1,...,y~n) at N inputs X = (x1,...,XnN)

GP posterior
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Gaussian process posterior (regression)

o Observed noisy data values y = (y1,...,y~n) at N inputs X = (x1,...,XnN)
o Assume Gaussian likelihood N (y:|f(z:),0%) and prior f(x) ~ GP(0, Kp)

GP posterior

output




Gaussian process posterior (regression)

o Observed noisy data values y = (y1,...,y~n) at N inputs X = (x1,...,XnN)
o Assume Gaussian likelihood N (y;|f(z:),02) and prior f(x) ~ GP(0, Ko)
@ Posterior p(fily, X) ~ N (pu,,2.) for Ny new test points X, = (z7,...,z},) with

Elf.ly, X] = p, = K(X., X) (K(X,X) +02D)"'y

e

Covlf, |y, X] = %, = K(X,, X)) — K(X,, X)(K(X,X) +021) 'K(X, X,)

GP posterior




Gaussian process posterior (regression)

o Observed noisy data values y = (y1,...,y~n) at N inputs X = (x1,...,XnN)
o Assume Gaussian likelihood N (y;|f(z:),02) and prior f(x) ~ GP(0, Ko)
@ Posterior p(fily, X) ~ N (pu,,2.) for Ny new test points X, = (z7,...,z},) with

Elf.ly, X] = p, = K(X., X) (K(X,X) +02D)"'y

e

Covlf, |y, X] = %, = K(X,, X)) — K(X,, X)(K(X,X) +021) 'K(X, X,)

> The mean is equal to non-probabilistic kernel regression f(z) =3, a; K(x, x;) with
A=o2
> GP model “adds variances” to kernel machines

GP posterior




2D posterior example




How to learn a kernel?

@ Choose a prior with maximum amount of functions that match the data D
logp(y16) = [ plyI£)p(10)dt

1 1 N
=5y (Ko + 0" 1)~y — log| Ko + 0”1| - log2n

data fit model complexity

@ Integral has convenient only with Gaussian likelihoods (ie. regression)

@ Non-Gaussian likelihoods warrant eg. variational inference



How to learn a kernel?

@ Choose a prior with maximum amount of functions that match the data D
logp(y16) = [ plyI£)p(10)dt
1 _ 1 N
=3 y (Ko +0°D)7 'y 3 log | Ky + o1 -5 log 27
data fit model complexity
@ Integral has convenient only with Gaussian likelihoods (ie. regression)
@ Non-Gaussian likelihoods warrant eg. variational inference

@ Minimizes overfitting

> Determinant captures the volume of the data cloud in the kernel feature space
> Finds a simple basis for the data



How to learn a kernel?

@ Choose a prior with maximum amount of functions that match the data D
logp(y16) = [ plyI£)p(10)dt
1 _ 1 N
=3 y (Ko +0°D)7 'y 3 log | Ky + o1 -5 log 27
data fit model complexity
@ Integral has convenient only with Gaussian likelihoods (ie. regression)
@ Non-Gaussian likelihoods warrant eg. variational inference

@ Minimizes overfitting

> Determinant captures the volume of the data cloud in the kernel feature space
> Finds a simple basis for the data

Extremely powerful formalism to learn kernels

> No need for model selection cross-validation
> We can differentiate log p(y|#) and apply gradient optimisation for parameters 6



Recap (regression setting)

@ Gaussian process prior on inputs x € R”, output y € R,

f(x) ~ GP(m(x), K (x,x'))

4
p(f) (f|m KXX)
E[f(x)] = m(x)
cov[f(x), f(x)] = K (x,x')

for inputs X = (x1,...,
and means m = (m(x1),...,m(xy))T € RY,

xn)T € RV*P | functions f = (f(x1),...

(1
(2
3
(4
(5

— — — ~— —

f(xn)T e RY



Recap (regression setting)

@ Gaussian process prior on inputs x € R”, output y € R,

f(x) ~ GP(m(x), K(x,x)) (1)
o (2)
p(f) = N(flm, Kxx) (3)
E[f(x)] = m(x) (4)
covlf(x), f(x)] = K (x,%) (5)
for inputs X = (x1,...,xn)7 € R¥XP functions f = (f(x1),..., f(xn))T € RY
and means m = (m(x1),...,m(xy))T € RY,

@ Predictive (regression) posterior f(x)|(X,y) ~ N (u(x),o(x)?)

p(x) = Kex(Kxx +onIn) 'y (6)
0(x)? = Kyx — Kxx(Kxx +0oIn) ' Kxx (7)



Recap (regression setting)

@ Gaussian process prior on inputs x € R”, output y € R,

f(x) ~ GP(m(x), K (x,x'))

1I

(f|m Kxx)
m(x)

K(x,x)

p(f)
E[f(x)]
cov|[f(x), f(x)]

(1
(2
3
(4
(5

— — — ~— —

for inputs X = (x1,...,xn5)7 € RY*P functions f = (f(x1),..., f(xn))T € RV

and means m = (m(x1),...,m(xy))T € RY,
@ Predictive (regression) posterior f(x)|(X,y) ~ N (u(x),o(x)?)

u(x) = Kxx (Kxx +oaln) "'y
0(x)° = Kux — Kxx(Kxx +00In) " Kxx

© Optimization criteria (‘loss function’) for hyperparameters 6

p(yl6) = / p(y[E)p(£10)dx = N (y]0, Ko(X, X) + 02 I)

(6)
(7)
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Which kernel to choose?

o Gaussian kernel K,(x

,x') = exp (*ngﬂ)

Periodic kernel Keos(z,2') = exp (_M%v*\/p))

)
. ’ ’
o Linear kernel K (x,2') = za’ + ¢
’ / ’
o Kernel sum K(z,2') = Kg(z,2") + Kjin(z,2")
350 i C02‘Ievel
* data
345 | mE Gaussian kerel
I Cosine kemnel
340 | e Linear kernel
Cosine+linear kemel
335
£
2 330
Q
N
QO 325
(&)
320
315
310 -
305 - -
0 50 100

Month since jan 1970

@ Spectral kernels can learn arbitrary kernel forms
> The topic of today's lecture
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Fourier transforms

@ Fourier transform S(w) of a function f(x),
S(w) :/ f(@)e > dg
where

> 4 is the imaginary number with 2 = —1 and ¥ = 1
> w is a frequency



Fourier transforms

@ Fourier transform S(w) of a function f(x),
S(w) :/ f(@)e > dg

where
> 4 is the imaginary number with 2 = —1 and ¥ = 1
> w is a frequency

@ Inverse Fourier transform f(z) of spectral density S(w),

f@) = [ S



Fourier transforms

@ Fourier transform S(w) of a function f(x),

S@ = [ fa)e

where
> 4 is the imaginary number with 2 = —1 and ¥ = 1
> w is a frequency

@ Inverse Fourier transform f(z) of spectral density S(w),

f@) = [ S

o Euler’s identity helps compute Fouriers in practise
e = cosz + i-sinz
—— N——

real part  complex part

where the complex part is often designed to cancel out (or simply ignored)



Fourier transforms

@ Fourier transform S(w) of a function f(x),

S@ = [ fa)e

where
> 4 is the imaginary number with 2 = —1 and ¥ = 1
> w is a frequency

@ Inverse Fourier transform f(z) of spectral density S(w),

f@) = [ S

o Euler’s identity helps compute Fouriers in practise

e'” = cosx + i-sinx
N ——

real part  complex part

where the complex part is often designed to cancel out (or simply ignored)
@ Hence,

o 2miTw _ cos(2mzw) — isin(2mzw)

> = cos(2maw) + i sin(2rzw)



Fourier duals

o Let's apply Fouriers to the function K(7) = K(x —2') = K(z,2'), where 1 =z — 2’



Fourier duals
o Let's apply Fouriers to the function K(7) = K(x —2') = K(z,2'), where 1 =z — 2’

Theorem (Bochner)

Any stationary kernel K : RP — R and its spectral density S : RP — R are Fourier duals
Kxz—2)=K(r) = / S(w)eQ"i“Twa (Inverse Fourier Transform)
S(w) = / l{(7-)e_27”""TTd7'7 (Fourier Transform)

where T = x — x’.




Fourier duals
o Let's apply Fouriers to the function K(7) = K(x —2') = K(z,2'), where 1 =z — 2’

Theorem (Bochner)

Any stationary kernel K : RP — R and its spectral density S : RP — R are Fourier duals
Kxz—2)=K(r) = / S(w)e%i“’Twa (Inverse Fourier Transform)
S(w) = / l{(7-)<3_2’”""T7d7'7 (Fourier Transform)

where T = x — x’.

@ All stationary kernels have spectral density S(w) where w is a frequency

> If someone gives you a kernel K(7), we can solve what frequencies it considers by
solving the (FT)
> Studying known kernel’s frequency representations usually of theoretical interest




Fourier duals
o Let's apply Fouriers to the function K(7) = K(x —2') = K(z,2'), where 1 =z — 2’

Theorem (Bochner)

Any stationary kernel K : RP — R and its spectral density S : RP — R are Fourier duals
Kxz—2)=K(r) = / S(w)e%i“’Twa (Inverse Fourier Transform)
S(w) = / K(T)G_QWinTdT, (Fourier Transform)

where T = x — x’.

@ All stationary kernels have spectral density S(w) where w is a frequency
> If someone gives you a kernel K(7), we can solve what frequencies it considers by
solving the (FT)
> Studying known kernel’s frequency representations usually of theoretical interest
@ All spectral densities define a covariance function K (7)
> If someone gives you a spectral density S(w), we can solve its similarity function
(=kernel) by solving the (IFT)
> If we change the spectral density, we get a new kernel
> = kernel learning (!)




Kernel sinusoid representation

@ Assume symmetric frequency distribution S(w) = S(—w)
o Euler's identity e™*® = cosz + isinz
@ Sine identity sin(—z) = —sin(x)

@ Then we can solve the inverse Fourier as



Kernel sinusoid representation

@ Assume symmetric frequency distribution S(w) = S(—w)
o Euler's identity e™*® = cosz + isinz
@ Sine identity sin(—z) = —sin(x)

@ Then we can solve the inverse Fourier as

K(r)= / S(w)e*™ ™ dw

= / S(w) cos(2mTw)dw + / i-S(w)sin(2rTw)dw
o 0 - o]
= Eg(w) cos(2mTw) + / - S(w)sin(2nTw)dw + / - S(w)sin(2nTw)dw

o 0
= Eg(,) cos(2mTw) + / 1S(—w) sin(277(—w))dw + / 1S (w) sin(2m7w)dw
0 0

[e<)

= Eg(w) cos(2mTw) + / —iS(w) sin(2mTw)dw + / 1S (w) sin(2m7Tw)dw

0 0

= Eg(w) cos(2nTw)

@ Hence, all stationary kernels are S(w)-weighted combinations of sinusoids cos(2rTw)



Kernel sinusoid representation

@ General kernel definition

K(7) = Eg(.) cos(2mTw)
@ Frequency w is inverse of period 1/w
@ Frequencies are symmetric S(w) = S(—w)

e With S(w) = 81/15(w), the kernel becomes K () = cos(277 %)

Cosine kernel Spectral density

2
15

Frequency + 1/15
Amplitude of 2 1
0.5
0

-20 -10 0 10 20 -0.1 0 0.1

Input distance x - X' Frequency w



Gaussian kernel sinusoids

o Gaussian kernel Ksg (1) = exp(—72/£?) fourier representation
Ssp(w) = / Ksp(r)e ™" 7dr
= 270” exp(—21°0°W?)

e
Ksp(r) = / Ssp(w) - cos(2mTw) dw
0 Se—— N——
amplitudes sinusoids

~ Z Sse(w) - cos(2mTw)

G kernel Spectral density
1 150
0.5
100
of ] Frequency = 0.000
True kernel Period 1 /f = Inf
050 |7 Cosine approximation 50
: Amplitude * cosine
cosine
-1 0
0 5 10 15 20 0 0.05 0.1

Distance 7 Frequency w

0.15



Gaussian kernel sinusoids

o Gaussian kernel Ksg (1) = exp(—72/£?) fourier representation
Ssp(w) = / Ksp(r)e ™" 7dr
= 270” exp(—21°0°W?)

e
Ksp(r) = / Ssp(w) - cos(2mTw) dw
0 Se—— N——
amplitudes sinusoids

~ Z Sse(w) - cos(2mTw)

G kernel Spectral density
1 150
0.5
100
of ] Frequency = 0.000
True kernel Period 1/f = Inf
050 |7 Cosine approximation 50
: Amplitude * cosine
cosine
-1 0
0 5 10 15 20 0 0.05 0.1

Distance 7 Frequency w

0.15



Some spectral densities

Keap(T) = exp(—|7|/£)
Kiri(T) = 0.5(1 — |7])+

Kernel

Gauss
Exp
Triangular

0.8

0.6
0.4
0.2
0
-4 2 0 2 4
Distance 7

Vi
2/F
Sexp(w) = 1/(7/L + Tlw?)
Siri(w) = (1 — cosw) /(mw?)

Syauss () = = exp(—tw? /4)

Spectral density

0.4
Gauss
0.3F Exp
Triangular
0.2
0.1
0 — — — _—
-20 -10 0 10

Frequency w

@ Can we construct new kernels from custom spectral densities?

20



Lazaro-Gredilla: Sparse Spectrum (SS) kernel
@ Define Q real frequencies (w1,...,wo)" € R® with Fourier dual®
1 Q
S(w) := = 0w = w;
(w) 0 ; ( )

Q
= K(r) = % ZCOS(QTK’TW,‘,)
i=1

@ Highly structured covariance, no decay, prone to overfitting

Sparse Spectrum kernel Spectral density

0.3
1
0.2
0.5
0.1
0
0
0 5 10 15 20 0 0.05 0.1 0.15
Distance 7 Frequency w

! azaro-Gredilla, Quinonero-Candela, Rasmussen, Figueiras-Vida (JMLR 2010) Sparse spectrum gaussian
process regression



Lazaro-Gredilla: Sparse Spectrum (SS) kernel
@ Define Q real frequencies (w1,...,wo)" € R® with Fourier dual®
1 Q
S(w) := = Ow = w;
(w) 0 ; ( )

Q
= K(r) = % Z cos(2mTw;)
i=1

@ Highly structured covariance, no decay, prone to overfitting

Sparse Spectrum kernel Spectral density

0.3
1
0.2 [e]
0.5
0.1
0
0
0 5 10 15 20 0 0.05 0.1 0.15
Distance 7 Frequency w

! azaro-Gredilla, Quinonero-Candela, Rasmussen, Figueiras-Vida (JMLR 2010) Sparse spectrum gaussian
process regression



Wilson: Spectral Mixture (SM) kernel

o Define mixture of Q Gaussians {a; N (i, 07)}% 2
Q
=3 aN @l o)
=1
T) :/ S(w) cos(2nTw)dw

= Za exp(—2r°o 7% cos(2mT 1)

smooth decay periodic

Sparse Mixture kernel Spectral density

20
1
15
0.5
10 /\
7\
0 51N/ \
VRN ,
0 5 10 15 20 0 0.05 0.1 0.15
Distance = Frequency w

2Wilson, Adams (ICML 2013) Gaussian process kernels for pattern discovery and extrapolation



Wilson: Spectral Mixture (SM) kernel

o Define mixture of Q Gaussians {a; N (i, 07)}% 2

Q
)= 3 N (@i, 0?)

=1

= K(r) = /jo S(w) cos(2nTw)dw

= Za exp(—2r°o 7% cos(2mT 1)

smooth decay periodic

o Dense in the set of stationary kernels = can generate any stationary kernel

Sparse Mixture kernel Spectral density

20

0.5

0 5 / \\
AN

0 5 10 15 20 0 0.05 0.1 0.15

Distance = Frequency w

2Wilson, Adams (ICML 2013) Gaussian process kernels for pattern discovery and extrapolation




Wilson: Spectral Mixture (SM) kernel

Gaussian vs SM kernel Spectral density
1 150
Gaussian kernel
SM kernel
100
0.5
50
0 0 —
0 5 10 15 20 0 0.05 0.1 0.15
Distance 7 Frequency w

@ Approximate gaussian kernel with SM kernel with Q = 5 components, i.e.

Q 5 o o (:L‘ _ CC/)2
Z a; exp(—2mw~0; 77) cos(2mT ;) R exp (7>
i=1

for certain a;, pi, o;



Spectral kernels

Gaussian Kernel SS Kernel SM Kernel

@ Image from Remes, Heinonen, Kaski: Non-stationary spectral kernels, NIPS'17



SM kernel inference

@ Optimize 3Q hyperparameters 8 = {a,, ui,ai}?zl of kernel
Ko(z — ') = Z?zl a; exp(—2m%0;27?) cos(2mT ;) by maximizing

1 . _ 1 N
logp(y|0) = —3 yT([\’g + 021) ly—§ log | Ko + 021| —3 log 27

data fit model complexity

o After kernel is fixed, predictions have closed form

20 : :

— 95% CR
£ 400t ’ —sm
s — Train 15 —sE
Qo Test 2 -
= E — Empirical
c 3801 MA c
S S 10
= —RQ (=
E 360 PER g
o --- SE 3 5
2 —SM o
Q 340t @ o
15) o
o S
e} -5r
O 320 v

1968 1977 1986 1995 2004 1% o2 T2

04 06 08 1
Year Frequency (1/month)



Spatio-temporal temperatures

1 1
2 0.8
2 0.6
805 ’ 0.5
g 0.4
8 0.2

0 0

0 50 0 50 0 50 100
X [Km] Y [Km] Time [mon]

(a) Learned GPatt Kernel for Temperatures

c 0.8 0.8 0.8
T 0.6 0.6 0.6
204 0.4 0.4
o2 0.2 0.2
0 20 40 0 50 0 5
X [Km] Y [Km] Time [mon]

(b) Learned GP-SE Kernel for Temperatures

@ SM kernel induces only stationary covariances, but temperatures are non-stationary
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Heteroscedastic Gaussian process

o Standard Gaussian process assumes additive zero-mean noise model
y(x) = f(x) + e (8)
e(xf ~ N(0,07) ©)

where all noises are zero mean with constant variance o2
o Heteroscedastic model assumes input-dependent noise:

e(x) ~ N(0,0n(x)%)
@ More complex (non-Gaussian) noise models are sometimes used
@ The function ¢,,(x)? can be another Gaussian process (!)

Acceleration (g)

-100 \;" /" | - - 95% Confidence GP
NGV Mean Heteroscedastic GP
-150 o 4 - - -95% Confidence Heteroscedastic GP)
o 10 20 30 40 50 60
Time (ms)

Figure 1. Silverman’s (1985) motorcycle benchmark is an
example for input dependent noise. It consists of a se-

quence of accelerometer readings through time following a
simulated motor-cycle crash.



3

Heteroscedastic Gaussian process

100

50["

Acceleration (g)
|
(o))
o

\

\
-100 S /| = - 95% Confidence GP

" 4 —— Mean Heteroscedastic GP
-150f Mo S - - -95% Confidence Heteroscedastic GP
-200 ‘ ’ ‘ ‘ ‘
0 10 20 30 40 50 60
Time (ms)

Figure 1. Silverman’s (1985) motorcycle benchmark is an
example for input dependent noise. It consists of a se-
quence of accelerometer readings through time following a
simulated motor-cycle crash.

3Kersting et al (2007): Most Likely Heteroscedastic Gaussian process regression




Stationary kernels

@ Stationary kernels are translation-invariant:

K(z,z") = K(x + a,2’ + a) (10)
K(z,z') = K(z — a') (11)

for any a
> Stationary kernels are function of vector distance x — x’
> For instance if input variable is ‘age’ in years, then a stationary kernel has property
K(1,2) = K(80,81)
> Strange to assume that 1 and 2 year olds are as similar to each other as 80 and 81
year olds

@ Non-stationary kernel is not translation invariant, i.e. we can have
K(1,2) # K(80,81)
@ Simplest non-stationary kernel is the dot product, K (x,x’) = x7x since

» x=[1,1]T, x' =[2,2], K(x,x')=1-2+1-2=4
» x =[10,10]T, x’ = [11,11], K(x,x’) =10-11+10- 11 = 120



Problem with stationary functions

Data
05} O Data -
0
-0.5F ) ) . .
0 0.2 0.4 0.6 0.8 1

o Simple dataset



Problem with stationary functions

GP posterior
T T T

O Data
Posterior mean
[ Posterior
Noisy posterior
True function

value

0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
time

Parameters
0.3 T T T T T T T T !
———— { lengthscale
0.25 o signal variance
w? noise variance

0.2 1

g
2o0.15f -
>

0.1} 1

0.05 1

0 L L L L L L L L L
0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
time

@ Optimal Gaussian process fit
o Bad fit in the beginning



Problem with stationary functions

GP posterior
T T T T T T
0.6} O Data
Posterior mean
0.4 | | ™= Posterior
: Noisy posterior
True function
0.2

value

-0.2
-0.4

0.6 L L L L L L L L L
0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1

time

Parameters
0.3 T T T T T T T T T
———— { lengthscale
0.25 o signal variance
w? noise variance

0.2 B

E
Zo1sf E
>

0.1

0.05 R

0 ! ! ! ! ! ! ! ! !

time
@ Let's increase lengthscale to get smoother model
@ Initial fit fixed, now ill fit in the middle



Problem with stationary functions

03
0.25
02

E
2015

>
0.1
0.05

0

GP posterior
T T T

@ Let's increase noise level to to match data

o = We need input-dependent parameters

- O Data 4
Posterior mean
. Posterior
- Noisy posterior 7
True function o
L L L L L L L L L
0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9 1
time
Parameters
T T T T T T T T T
———— { lengthscale
r o signal variance 1
w? noise variance
- ‘\ -
-
0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 0.8 0.9
time




Non-stationary solution*

Nonstationary GP

ta
Posterior mean
Posterior
Noisy posterior
True function

. .
04 05 06
time

MAP parameters

Function process
y(z) = f(z) +e(2)
f(x) ~ GP(0, 0 (x)o (") Koy (z,2))
e(x) ~ N (0,w(x)?)

Parameter processes

() ~ GP (e, Ko(x,2"))
o(1) ~ GP (o, Ko (2, "))
w(@) ~ GP(p, Kuo (2, 2"))

Kernel

’ z —a')?
Kooy = [ FEE (@)
“@)? + L2 (@)% + a2

Explicit function representation through
smoothness, scale and noise functions

“Heinonen et al. Non-stationary Gaussian process regression with Hamiltonian Monte Carlo. AISTATS 2016

)



Non-stationary inference

Nonstationary GP
T T T

T T T
06L[ © pam
Posterior mean
m— Posterior
Noisy posterior
True function

value

w? noise variance

@ Marginal joint likelihood
L=p(y, £ w, o) =pylt,w a)p)p(o)pw)
= N(y|0,00" o K¢ + diag(w))N (€lue, Ke)N (0| o, Ko )N (w]ps, Ko)
o We optimize £ for MAP estimates @, o,w.

@ The predictive posterior p(f|27 &,w,y) is of standard form, except our kernel is
&&T (e} Kz



Inference

Nonstationary GP

0 0.1 02 03 0.4 05 06 07 0.8 0.9 1
Lengthscale posterior

03
o B e R
E = - =
ot~ . &’ i
S o
o . . Ml . . . )
o 0.1 02 03 04 05 06 07 08 09 1

Noise variance posterior

0.1 |- " Samples e
3 — — MAP noise variance -
Foost B
o I . . . . . . | )
o 0.1 0.2 03 04 05 06 07 08 09 1
Signal variance posterior
0.4 |- [[— Sampies

g MAP signal variance =

0 0.1 0.2 0.3 0.4 0.5 0.6 0.7 08 0.9 1

@ Sample exact posterior with HMC®

p(f7 27 0-7 w; y)

5Heinonen et al. Non-stationary Gaussian process regression with Hamiltonian Monte Carlo. AISTATS 2016



Non-stationary spectral kernels

@ We have seen how to learn arbitrary stationary kernels via spectral learning

@ We have seen how to learn (non-stationary) Gaussian kernel with parameter
functions

@ What about non-stationary spectral kernels?

@ Model input-dependent frequencies, or spectrograms S(z,w)

> E.g. wavelets are time-dependent frequencies in signal processing

2.5 Input dependent spectral densities

2\

1l

spectral density

x (input)

6
frequency



Generalised Spectral Mixture (GSM) kernel®’

o Non-stationary spectral kernel can be derived:
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with
log wi(z) ~ GP(0, Kw)
log us(x) ~ GP(0, K,
log Vi(x) ~ GP(0, Ks)

Learned GSM kernel
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@ Performance of GP has crucial dependency on how well the kernel matches the data
o Gaussian kernel is a convenient ‘default’ kernel that can interpolate well

> Advantage: simple, efficient, easy-to-learn, universal
» Disadvantage: cannot fit periodic data, stationary only
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Summary

Performance of GP has crucial dependency on how well the kernel matches the data

Gaussian kernel is a convenient ‘default’ kernel that can interpolate well

> Advantage: simple, efficient, easy-to-learn, universal
» Disadvantage: cannot fit periodic data, stationary only

Spectral kernels can extrapolate repeating patterns

> Advantage: can learn arbitrary periodic or non-periodic stationary patterns
» Disadvantage: slower to learn, high possibility to overfit

Non-stationary Gaussian kernel can learn adaptive interpolations
> Advantage: can learn smoothly changing smoothness / variance
> Disadvantage: slower to learn, more possibilities to overfit

o Non-stationary spectral kernels can learn rich frequency representations

> Advantage: can learn smoothly changing smoothness / variance

> Disadvantage: complex modelling of the kernel, computer intensive optimization,
major risk of overfitting

> Active research field
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