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AbstrAct

5G networks will support very diverse and 
challenging requirements. Network slicing offers 
an effective way to unlock the full potential of 
5G networks and meet those requirements using 
a common network infrastructure. This article 
presents a cloud-native approach to network 
slicing that advances a fundamental rethinking 
of the mobile network to shift its architectural 
vision from a network of entities to a network of 
capabilities, and its driving purpose from a net-
work for connectivity to a network for services. 
The approach covers the entire life cycle of net-
work slices, encompassing their design, creation, 
deployment, customization, and optimization. We 
provide an overview of our cloud-native approach 
to network slicing and describe a proof-of-con-
cept implementation that demonstrates its key 
principles. 

IntroductIon
The fifth generation (5G) network will power a 
new era of applications, services, and use cases, 
many of which are still unknown [1–3]. Besides 
an ever growing number of mobile broadband 
subscribers, there will be government agencies 
and enterprises in industries old and new, con-
nected through all sorts of devices and machines. 
The requirements for network capabilities will be 
very diverse and extremely demanding [4, 5]. As 
shown in Fig. 1, they include ultra-low end-to-end 
latency (less than 1 ms), ultra-high bit rates (in 
the gigabit-per-second range), ultra-high availabil-
ity and reliability, massive density of connected 
devices, and energy efficiency. 

Network slicing is the distinctive new 5G 
technology that will make it possible to sup-
port diverse requirements at the finest level of 
granularity over a common network infrastruc-
ture. A network slice is a connected set, or 
chain, of network functions, logically creating 
a dedicated virtual network that satisfies the 
specific requirements of a service, use case, or 
business model [6]. Figure 2 depicts a concep-
tual view of various network slices supported 
by a common network infrastructure. When 
the network functions are virtualized (i.e., 
implemented in software over general-purpose 
hardware) [7], network slices can be designed 
flexibly to support the most diverse needs, and 
operated elastically for efficient handling of 
variable network and service loads. Network 

slicing enables multiple virtual networks to 
operate independently over a shared infra-
structure [8]. 

When designing a network slice, it may be nat-
ural to proceed by simply mapping the functions 
of the legacy network onto virtualized instances 
that run in dedicated software modules (like dock-
erized containers and/or virtual machines) and 
then chaining the functions together based on the 
requirements of the supported services. This plain 
translation from legacy hardware to a virtualized 
environment has obvious benefits with respect 
to the provisioning, operation, and performance 
of the network, but misses two key opportunities 
that are created by the most recent advances in 
cloud technologies. 

First, the distributed cloud infrastructure that 
constitutes the backbone of the 5G network is 
the ideal environment for decomposing the large 
monolithic network functions of legacy hardware 
into a broad catalog of modular network capa-
bilities of varying granularity. Those capabilities 
can then be chained in many ways to form net-
work slices that support the most diverse ser-
vices. Second, the design of a network slice can 
be continuously enhanced through autonomous 
optimization driven by insights collected at run-
time from the network and the services. We 
envision that analytics, machine learning, and 
autonomic network management functions will 
enable the automation and optimization of the 
network slice life cycle, from design and creation 
to optimization and deletion. The comprehen-
sive leveraging of cloud technologies is a dis-
tinctive feature of our cloud-native approach to 
network slicing. 

 This article significantly expands and deepens 
an introductory description of dynamic end-to-
end network slicing previously given in [9]. We 
start with a discussion of the general concept of 
network slicing and then highlight its benefits. 
Next, we review the distinctive characteristics of 
our cloud-native approach to network slicing and 
illustrate their expression in every phase of the 
network slice life cycle, from design and creation 
to operation and optimization. Finally, we present 
a proof-of-concept system that demonstrates our 
cloud-native approach in an end-to-end mobile 
network. 
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by 5G. The following subsections outline those 
possibilities and the role of network slicing in their 
realization. 

rApId lAunch of new ApplIcAtIons And servIces

Legacy mobile networks were designed for the 
delivery of personal communication services and 
content, such as voice, video, and web browsing. 
5G will be the network of a fully mobile and fully 
connected society. The widespread dissemina-
tion of wearable devices and wirelessly connected 
objects will pave the way to a broad variety of 
new applications and services. In addition to giv-
ing impulse to the advancement of human-centric 
applications, such as those for augmented reality/
virtual reality (AR/VR) immersion, 5G networks 
will bring into existence applications that rely on 
fundamentally new paradigms for the exchange 
of data, such as machine-to-machine (M2M) and 
vehicle-to-vehicle (V2V) communications. These 
applications will automate and mobilize a variety 
of industries, including energy, health, public safe-
ty, smart city, manufacturing, logistics, media, and 
automotive. 

Network slicing will make it feasible to rap-
idly introduce new applications without large 
additional capital investments. The modularity 
of the network function chains that make up the 
network slices will expedite the process of cre-
ating and activating new services. By promoting 
an open service ecosystem, network slicing will 
facilitate the cooperation of diverse specialized 
entities in the realization of enriched services 
and solutions. 

coexIstence of heterogeneous use cAses And 
busIness models

Beyond connectivity, 5G will offer operators 
unique opportunities to create new business 
models and enable new use cases for consum-
ers, enterprises, and industry-specific services, 
as well as for content and application providers. 
Operators understand that the success of the 5G 
family of technologies will come from their ability 
to provide value-added solutions for all types of 
requirements while meeting the unique needs of 
every stakeholder [6]. Network slicing enables the 
coexistence of multiple end-to-end virtual network 
instances, each dedicated to a specific class of 
service, use case, or business model [8].

heterogeneous performAnce guArAntees 
5G will guarantee unprecedented levels of net-
work performance with respect to all quality of 
service (QoS) metrics (data rate, packet latency, 
availability, reliability, etc.). New physical and 
link-layer technologies for the wireless link and 
new mobile access protocols will be essential to 
meeting the stringent new requirements. The con-
tribution of the network and end-to-end transport 
layers will also be needed to close critical gaps 
that exist in legacy networks, such as the relatively 
poor performance of the Transmission Control 
Protocol (TCP) over typical wireless links. 

Dedicating a separate physical network to 
each combination of requirements is too expen-
sive. Network slicing provides the foundation for 
a shared network infrastructure to satisfy the per-
formance requirements of the most diverse ser-
vices and applications.

cApItAl And operAtIonAl expendIture sAvIngs 
5G network slicing enables multiple, logically iso-
lated networks to run on a common physical infra-
structure. It abates the capital cost of introducing 
new applications and services because it marginal-
izes the impact of their deployment on the physi-
cal infrastructure of the network. Being conducive 
to the elastic redistribution of hardware resources 
among services based on their current traffic and 
data processing loads, it also shifts the criterion 
for dimensioning the overall network infrastruc-
ture from the sum of the peak demands of the 
individual services, whenever they occur, to the 
peak of the aggregate load generated jointly by 
all services. 

With a unified approach to operations and 
management, network slices will significantly 
reduce the operational expenses of service pro-
viders compared to separate physical networks. 
Sizeable savings will come from simplified soft-
ware maintenance and upgrades, from automa-
tion powered by analytics and machine learning, 
and also from much lower energy consumption, 
because a common framework for energy effi-
ciency is easier to run on a less diversified hard-
ware and software base.

the cloud-nAtIve ApproAch
Our cloud-native approach extends the vision of 
the Next Generation Mobile Network (NGMN) 
Alliance [6] on the concept of 5G network slicing. 
It combines modern design principles and key 
enabling technologies from cloud computing to 
create a novel architecture and framework for all 
phases of the network slice life cycle.

enAblIng cloud technologIes And desIgn prIncIples

Our cloud-native approach to 5G network slic-
ing leverages a broad set of cloud technologies, 
some of which are mature, while others have just 
started emerging. The most prominent ones are: 
distributed cloud infrastructure, cloud-native appli-
cations, network functions virtualization (NFV), 
containerization and end-to-end orchestration; 
micro-services; software-defined networking 
(SDN); programmable networking; intent-based 
network programming [10]; network big data, 

Figure 1. 5G networks will support very diverse and extreme requirements.
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analytics, and machine learning; service-oriented 
architectures; and network insights as a service 
(NIaaS).

The approach also embraces the following 
design principles.

Virtualized and Distributed Infrastructure: 
Wherever possible, the 5G network functions and 
capabilities should be developed and deployed 
on a distributed cloud infrastructure that lever-
ages cloud-native applications and proven tech-
nologies for virtualization and containerization. 
Dedicated and purpose-built network elements 
should be used only when strictly irreplaceable.

Shift from Network of Entities to Network 
of Capabilities: Past and present networks are 
built on large and monolithic network entities. 
The mobility management entity (MME), serving 
gateway (SGW), and packet data network gate-
way (PGW) are just a few LTE examples. The vir-
tualization of these network entities is becoming 
more and more common, but their monolithic 
nature remains. So far, virtualization has primarily 
changed the way network functions are deployed, 
not the way they are designed. Instead, the 
cloud-native approach eliminates the functional 
partitions of legacy equipment. The slices become 
chains of modular network capability units (NCUs) 
that are easy to deploy and manage, and made 
to work in unison over a common infrastructure 
of general-purpose processors (GPPs). An NCU 
is a unified abstraction of a network capability 
(e.g., packet scheduling) or function (e.g., net-
work authentication). NCUs are modular and can 
be easily chained and connected to form larger 
network functions or end-to-end network slices. 
NCUs can be defined at different levels of granu-
larity and can be implemented in various forms, as 
containerized applications, native micro-services, 
or complete virtualized network functions.

Shift from Network for Connectivity to Net-
work for Services: Legacy networks were built 
primarily to provide connectivity. The 5G net-
work should be built to provide a broad set of 
very diverse services. Accordingly, the cloud-na-
tive design of a network slice is driven from 
the ground up by the features of the service or 
group of services that the slice will support. This 
ensures that 5G network slices will have not only 
the unique capabilities that are required for their 
corresponding services, but also the ability to 
dynamically adapt those capabilities to the specif-
ic needs of each service.

Dynamic Programmability and Automation: 
SDN was originally conceived for dynamic and 
flexible control of data path functions like rout-

ing and traffic management. The cloud-native 
approach extends the SDN paradigm to the full 
set of functions and capabilities that are abstract-
ed into NCUs, yielding network slices where 
not only the data plane but also the control and 
management planes are highly programmable. 
Analytics and machine learning enable pervasive 
automation of the processes for optimization of 
the slices and thus help abate the complexity of 
running many network slices concurrently.

End-to-End Perspective: 5G network slices 
span across all network segments, from access 
to core, from metro to transport. Application 
endpoints, in both network servers and user 
equipment (UE), may also be included depend-
ing on the type of application and underlying 
service. The cloud-native approach emphasizes 
the contribution to the capabilities and perfor-
mance of the 5G slice that comes from every 
NCU in its service chain. In every cloud-native 
slice, the individual segments of the network 
are no longer treated as separate, independent 
entities. Instead, they compose a cohesive end-
to-end vision where the contribution of each 
segment to performance assurance is fully spec-
ified in every aspect, from the allocation of 
per-metric budgets to the measurements and 
enforcement actions that occur while the slice 
is in operation. Analytics and context awareness 
support the real-time adaptation of services 
and network slices to the effects of service-load 
variations on end-to-end performance. Such an 
end-to-end perspective is instrumental in meet-
ing the challenging service requirements of 5G 
with network slices that are efficiently designed 
and implemented. 

Easy Design of Network Slices: The modular-
ity of the NCUs that abstract the network capa-
bilities simplifies the initial design of new network 
slices. A slice is simply built as a forwarding graph 
of NCU nodes. Proven orchestration and man-
agement technologies are then used to instan-
tiate and activate the forwarding graph on the 
distributed cloud infrastructure. Slice templates 
help eliminate routine errors from the slice cre-
ation process. The template provides the primary 
and more general features of the new slice. Next, 
the specialized capabilities are added in sequence 
to adapt the slice to the requirements of particular 
services, use cases, and business models.

ArchItecturAl feAtures

Combination of the design principles and enabling 
technologies that we have just discussed yields 
network slices with a common set of architectural 
features. These common features are listed below:
• Every slice supports groups of services, use 

cases, or business models that have similar 
requirements. For example, an operator can 
run a mobile broadband slice that offers 
a variety of broadband services to its cus-
tomers, including web browsing, audio and 
video streaming, and chat.

• Every slice is composed only of the network 
capabilities that satisfy the requirements of 
the supported services, use cases, or busi-
ness cases. For example, only a slice that 
supports ultra-low-latency use cases includes 
an NCU that guarantees ultra-low latency in 
the access network.

Figure 2. Network slices in 5G.
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• The NCUs that compose a slice are not lim-
ited to the user plane. They can also provide 
functionality for the control and management 
planes. For example, an NCU may instantiate 
a dynamic controller for optimization of video 
streaming quality of experience (QoE), or a 
type of billing application that is relevant to 
the business case supported by the slice.

• Every slice is dynamic and keeps evolving 
while it is in operation. It subscribes to an 
automation framework that uses real-time 
monitoring, analytics, and machine learning 
to refine and optimize it in response to varia-
tions in service requirements and traffic load. 

lIfe-cycle mAnAgement of 
cloud-nAtIve network slIces

We logically divide the life cycle of cloud-native 
network slices into three phases: design and cre-
ation, orchestration and activation, and analyt-
ics and optimization. Figure 3 offers a seven-step 
workflow overview of the three phases, which we 
further describe in the following subsections. 

desIgn And creAtIon phAse

The design and creation phase is where the net-
work slice is conceptually constructed. The phase 
includes the following steps:

1. Creation of a catalog of NCUs. NCUs are 
abstractions of network functions and capabilities 
and constitute the building blocks of all network 
slices. The granularity of the NCUs is at the dis-
cretion of the virtualized network provider and 
should reflect the composable capabilities of the 
network. The creation of the NCU catalog logi-
cally precedes the design of network slices. How-
ever, the need to add a new NCU to the catalog 
typically emerges in the middle of designing a 
new slice, so the NCU catalog keeps expanding 
as new slices are designed. 

2. Chaining of NCUs to form a network slice. 
The result is a forwarding graph of the slice with 
all associated NCUs and their relationships.

3. Mapping of one or more services to the 
newly created slice.

orchestrAtIon And ActIvAtIon phAse

The orchestration and activation phase consists of 
the following steps:

4. Instantiation of the network slice on the 
shared physical infrastructure. The NCUs of the 
slice are orchestrated on the distributed cloud 
infrastructure in their designated form of virtual-
ization (virtual machines or dockerized contain-
ers). The connectivity of the forwarding graph is 
established between the NCUs. 

5. Activation of the slice and corresponding 
services. Users are associated with the services 
of the slice, and traffic starts flowing through the 
slice. 

AnAlytIcs And optImIzAtIon phAse

The analytics and optimization phase starts upon 
activation of the network slice. It involves the fol-
lowing steps:

6. Continuous monitoring of the performance 
indicators for the network slice (network load, uti-
lization of allocated resources, end-to-end delay, 
data throughput, outages, etc.) and its associated 
services (service level agreements, QoE, etc.). 

7. Automatic reconfiguration of the network 
slice based on the output of analytics processes 
and machine learning optimization tools. 

proof-of-concept system
In this section, we describe a proof-of-concept 
(PoC) system for our cloud-native approach to 
network slicing. The PoC system implements the 
complete life cycle management of network slic-
es. It contains the interfaces and logic for design-
ing, creating, orchestrating, and activating the 
slices. It provides a front-end graphical user inter-
face (GUI) to assist in the visualization of the con-
cept, design, and deployment of network slices. 
It is implemented over a real end-to-end network: 
when a slice is activated, the virtualized capabili-
ties of the network slice are retrieved from a slice 
repository and orchestrated in real time into the 
appropriate resources. 

The PoC system includes a default slice for 
basic mobile wireless access. The activation of 
a new slice produces immediate changes in the 

Figure 3. Life cycle of a cloud-native network slice.
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behavior of the applications it supports vs. the 
default slice (e.g., improvement in video quality 
or reduction in end-to-end packet latency). The 
PoC system has been showcased at numerous 
key industry events for demonstration of a variety 
of 5G network slicing use cases, including dynam-
ic service optimization, integration of SDN-pro-
grammable transport, and new verticals, such as 
Industry 4.0 [11].

servIce desIgn And creAtIon

Service design is the decomposition of a use case 
into a modular service specification. Service cre-
ation is the step of storing the service specification 
in the service repository. The service specification 
guides the design of the network slice to ensure 
that the slice will meet the service requirements, 
for example, by filtering the NCU catalog so that 
only NCUs which are relevant to the service are 
included in the slice. 

To streamline the creation of new services, the 
PoC system features a service specification tem-
plate that consists of a set of unique, non-overlap-
ping parameters and value ranges that distinguish 
each service and the way the network must sup-
port it. These parameters and their chosen values 
translate into network capabilities and perfor-
mance objectives that ultimately define the ser-
vice. Note that these parameters do not include 
implicit or explicit references to specific technolo-
gies or implementations. 

The service parameters are further categorized 
into service performance parameters, service 
operations parameters, and service monitor and 
control parameters (Fig. 4 shows examples of the 
first two sets). The service parameters and their 
value ranges can keep evolving over time as the 
network refines its support of existing services and 
adds new slices to support new services. 

Not all parameters are relevant to all use cases, 
and not all combinations of parameters result in a 
practical service definition. However, those that 
are meaningful are used during the creation and 

orchestration of the network slices. Also note that 
the number of services created is at the discre-
tion of the service provider and is dictated by the 
granularity of the service definition and network 
capabilities specified. That is, a single service 
can support a wide range of distinct use cases 
if defined broadly enough, and a single network 
slice can support multiple services if the require-
ments of those services are met by the capabilities 
of the slice.

network slIce desIgn And creAtIon

The design of a network slice consists of the 
selection and connection of its NCUs. If a new 
slice requires capabilities that no NCU in the cat-
alog can offer, one or more new NCUs must be 
onboarded within both the NCU repository and 
the front-end design interface. The slice must be 
complete with all its NCUs before the service can 
be activated. 

An NCU may represent either a data-plane or 
control-plane capability. The relative complexi-
ty of the NCUs does not need to be the same. 
NCUs may be micro-capabilities implemented 
in dynamic nimble containers or macro-capabili-
ties implemented in more static and robust virtual 
machines. The granularity of the decomposition 
is at the discretion of the network provider and 
should reflect the services to be offered. The rep-
resentation of capabilities is fluid. That is, sever-
al micro-capabilities may be combined to create 
one macro-capability.

Once the network capabilities have been 
abstracted and the corresponding NCUs creat-
ed, a network slice can be designed. In the GUI 
of the PoC system, the NCUs are shown as bub-
bles. Designing a network slice consists of link-
ing the available NCUs into graphs/chains to 
meet the needs of one or more services. Figure 
5 shows a network slice as an NCU chain. The 
figure presents a simplified version of the capabil-
ity decomposition of our demo network. The tool 
allows a user to design the slice from scratch by 

Figure 4. GUI for design and creation of a service. 
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linking individual NCUs together or by modifying 
an existing slice or slice template. The available 
NCUs can also be filtered to include only those 
that meet a particular set of service requirements. 

The slice is created when its specification is 
saved into the slice repository. However, at this 
stage the slice and its NCUs are not yet instantiat-
ed on the distributed cloud infrastructure. 

servIce-to-network-slIce mAppIng

The service-to-network-slice mapping is the final 
step of the slice creation phase. It consists of 
defining and storing a mapping between one or 
more service identifiers with a network slice iden-
tifier so that when an end user requests a service, 
the network knows on which slice to forward the 
traffic. In the demo system, this is accomplished 
by a simple configuration file lookup. In a pro-
duction system, the user must be authorized for 
the service, possibly in the subscriber database, 
and the service-to-network-slice mapping must be 
reachable during service activation. 

network slIce orchestrAtIon And ActIvAtIon

Once the network slice has been created and ser-
vices have been mapped to it, the slice can be 
orchestrated and activated. Orchestration is the 
dynamic, real-time instantiation of NCU chains 
onto the common infrastructure, which is pri-
marily composed of multiple distributed clouds, 
including edge cloud, central cloud, and applica-
tion/content cloud. The activation allows services 
to use the slice, or more specifically allows the 
real-time attachment of users to newly created 
services on newly created network slices.

The slices make use of capabilities that can 
be dedicated (i.e., one per slice, as in the case of 
one packet scheduler instance per slice) or shared 
(e.g., the same air interface for multiple slices). 
Orchestration is performed as follows: The front-
end sends a message to a back-end controller first 
for retrieval of the NCU from a central repository 
and its assignment to the appropriate place within 

the infrastructure (i.e., mobile edge cloud, central 
cloud, or application/content cloud), and then for 
instantiation and activation of the NCU in a con-
tainer or virtual machine.

poc slIce InstAnces

Figure 6 shows network slices that have been cre-
ated and are ready for orchestration and activa-
tion in the PoC system. In this visualization of the 
GUI each slice is represented by a different color.

The blue slice provides the capabilities need-
ed for realization of the default enhanced mobile 
broadband (eMBB) service. The slice chains NCUs 
for the orthogonal fequency-division multiple access 
(OFDMA) air interface, for connected access, for 
core connectivity (tunneling), for mobility manage-
ment, and for policy enforcement. The specification 
of the eMBB service assigns loose ranges to per-
formance parameters like throughput and latency 
for best effort support of over-the-top applications 
like voice, video conferencing, video streaming, and 
web browsing. By default, any service that is not 
mapped to another slice, or is mapped to a slice 
that is not active, uses the eMBB slice. 

The red slice is designed to minimize the end-
to-end latency of interactive applications such as 
gaming and voice over IP. This enriched-interac-
tivity slice shares the air interface and connected 
access NCUs with the eMBB slice, chains dedicat-
ed instances of the tunneling, mobility manage-
ment, and policy enforcement NCUs, and adds a 
specialized flow-queuing NCU in the radio access 
network (RAN) to isolate flows of concurrent appli-
cations that share the same wireless access link. 
This avoids the disruption of gaming or video con-
ferencing sessions whenever the UE engages in a 
large data transfer with a network server (e.g., for 
downloading a movie or a new application). In a 
loaded and congested PoC system we measured 
reductions of the peak PING round-trip time to the 
web server in the application/content cloud from 
more than 800 ms to less than 40 ms after runtime 
activation of the enriched interactivity slice. 

Figure 5. GUI for design and creation of a network slice.
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The orange slice attaches a video analytics 
NCU to the policy enforcement NCU. The slice 
enables the realization of a video monitoring ser-
vice with minimal consumption of radio resources. 
Instead of generating a continuous video stream, 
each camera periodically uploads only a small 
amount of metadata that the video analytics NCU 
processes for anomaly detection. When the NCU 
recognizes an anomaly in the metadata, it acti-
vates the corresponding camera for actual video 
streaming. The anomaly detection algorithms can 
be updated in a central location without needing 
to retrofit a large number of surveillance camer-
as. Also, different algorithms can be applied to 
different sets of cameras at different times. Since 
the cameras are fixed, the slice does not include a 
mobility management NCU. 

The green slice includes a video-optimized 
scheduler NCU that refines the air interface 
scheduling of downlink video streaming flows 
based on channel conditions and on the behavior 
of other video flows within the slice [12]. The slice 
enables a mobile video streaming service that 
enhances the collective QoE of the video users 
while increasing the availability of radio resources 
for flows of other applications.

The yellow slice supports a fixed-location mas-
sive Internet of Things (IoT) service for sensor 
monitoring. It includes specialized NCUs for a 
universal filtered multi-carrier (UFMC) air inter-
face, for connectionless access [13], and for alert 
generation. By removing the signaling overhead 
of connected access, the slice enables low-latency 
processing of short-burst messages from a large 
population of fixed sensors. The resulting spectral 
efficiency improvement ensures the scalability of 
this service for support of massive amounts of 
sensors or IoT devices. 

poc system testbed

The PoC system is built on an LTE network with 
extensions for virtualized network capabilities and 
network slices. 

A portable version of the PoC system consists 
of one Ettus B210 Universal Soft Radio Platform 

(USRP) as the radio head of the LTE radio access 
network (RAN), and seven Intel i7 Next Units of 
Computing (NUCs) with the following roles:
• Application/content cloud (one NUC), host-

ing web, video, and GUI servers
• Central cloud (one NUC), hosting the LTE 

Evolved Packet Core (EPC)
• Mobile edge cloud (one NUC), hosting the 

LTE radio access network (RAN)
• Four end-user devices (one NUC each, with 

respective USB-dongle LTE adapter)
Our NCUs run over Linux virtual machines 

(VMs) and dockerized containers. The life cycle 
management GUI is built on Linux VMs, the Dji-
ango web framework, an nginx web server, and 
a PostgreSQL database. OpenStack services and 
components provide programmable networking 
and orchestration functions. The analytics frame-
work leverages software from the following 
Apache projects: Mesos (cluster manager), Kafka 
(stream processing), and Cassandra (distributed 
database). We are now in the process of extending 
the PoC system to commercial Nokia products. 

conclusIon
The cloud-native approach to 5G network slicing 
covers all phases of the slice life cycle. It lever-
ages state-of-the art technologies and embraces 
advanced design principles to deliver network 
slices that can meet the many challenging require-
ments of the new services envisioned for 5G 
networks. The cloud-native approach allows 
mobile operators to devise network architec-
tures and deployment scenarios that are tailored 
to the needs of every business model, use case, 
and service group. We have demonstrated the 
cloud-native approach to creating, orchestrating, 
and optimizing network slices in a proof-of-con-
cept system that runs on a complete end-to-end 
mobile network. 
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