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AbstrAct

With the continuous growth, heterogeneity, and 
ever increasing demand of services, load balanc-
ing of cloud servers is an emerging challenge to 
meet highly demanding requirements (e.g., data 
rates, latency, quality of service) of 5G network 
applications. Although various load balancing 
techniques have been proposed, some of these 
techniques either require installation of dedicated 
additional load balancers for each service, or man-
ual reconfiguration of the device to handle new 
services is desired. These techniques are expen-
sive, time-consuming, and impractical. Moreover, 
most of the existing load balancing schemes do 
not consider service types. This article presents an 
SDN-based load balancing (SBLB) service for cloud 
servers to maximize resource utilization and min-
imize response time of users. The constituents of 
the proposed scheme are an application module 
that runs on top of an SDN controller and serv-
er pools that connect to the controller through 
OpenFlow switches. The application module con-
sists of a service classification module, a dynamic 
load balancing module, and a monitoring module. 
The controller handles all messages, manages host 
pools, and maintains the load of host in real time. 
Experimental results validate the performance 
of the proposed scheme. Through experimental 
results, SBLB demonstrates significant decrease in 
average response time and reply time.

IntroductIon
Recent unprecedented growth of the cloud 
ecosystem [1] has motivated vendors to devel-
op, deploy, and migrate their products to cloud, 
which requires an ever increasing number of 
servers hosting various types of services. These 
services are accessed by a large number of multi-
tenant users from different geographical locations 
[2]. While cloud users desire to get a fast response 
regardless of the service type and a number of 
requests, cloud service providers (SPs) strive to 
maximize utilization of existing servers. To meet 
these requirements, load balancing mechanisms 
[3] are employed to distribute incoming traffic 
requests among available servers. 

Nonetheless, service type identification is a 
critical task due to the complexity and dynamic 
characteristics of network traffic. Moreover, the 
continuous increase and diversity of cloud services 
along with the dynamic communication protocols 

have attracted numerous researchers to introduce 
several service classification solutions. The prime 
objective of service classification is to identify 
which service is offered by the servers using differ-
ent approaches to traffic classification (TC) [4]. TC 
is a mechanism that is used to identify the type of 
services or applications for different purposes such 
as security, quality of service (QoS), and network 
statistics. There are a variety of traffic classification 
approaches, which include port-based classification 
[5], deep packet inspection (DPI) [6], and statisti-
cal information that are widely used with machine 
learning (ML) algorithms [7].

Typically, cloud service providers host various 
kinds of services that require different load bal-
ancing techniques [8]. Some of these techniques 
require installation of dedicated additional load 
balancers for each service or manual reconfigura-
tion of the device to handle new services. These 
techniques are not only expensive and time-con-
suming, but are also impractical. Moreover, most 
of the existing load balancing schemes are imple-
mented in either dedicated hardware devices (i.e., 
load balancer) or built-in operating systems such 
as Linux Virtual Server (LVS) or Microsoft Network 
Load Balancing (NLB). While load balancers expe-
rience problems due to the same scheme being 
used for different types of services [9], customiza-
tion of built-in solutions at runtime is a challenging 
task. Furthermore, most of the existing load balanc-
ing schemes (dynamic or static) do not consider 
service types. The prime objective of this work is 
to design an effective and efficient load balancing 
scheme for cloud servers that maximizes resource 
utilization and minimizes user response time. 

Software defined networking (SDN) [10] is an 
emerging architecture that decouples the control 
plane from the data plane and controls the net-
work through a logically centralized controller 
(i.e., SDN controller), which allows better network 
management, control, and policy enforcement. 
SDN enables the control plane to become direct-
ly programmable and the underlying infrastructure 
to be abstracted from applications and network 
services. Such abstraction provides unified cloud 
resources that can be managed by the SDN con-
troller. The SDN controller communicates with 
edge devices (i.e., switches and routers) through 
OpenFlow. Conventional load balancers require 
dedicated hardware, which is inflexible and 
expensive. However, SDN load balancers are flex-
ible and do not need dedicated hardware.
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This article presents an SDN-based load bal-
ancing (SBLB) service for cloud servers that strives 
to optimize resource utilization while minimizing 
response time. The proposed service mainly con-
sists of an application module that runs on top 
of the SDN controller and server pool that con-
nect to controller through OpenFlow switches. 
The application module further consists of three 
modules (i.e., service classification, dynamic load 
balancing, and monitoring). The performance of 
the proposed service is validated, and experimen-
tal results demonstrate performance supremacy 
of SBLB compared to contemporary approaches. 

The remainder of the article is organized as 
follows. We describe some prominent SDN-
based load balancing schemes. SBLB is presented. 
Another section elucidates comparative analysis 
of experimental results. A conclusion and future 
work are summarized. 

relAted Work
In general, load balancing in cloud servers is a 
widely investigated domain; however, we focus 
our discussion more on SDN-based solutions that 
aim to provide dynamic load balancing.

Aster*X [11] is a pioneering work that aimed to 
employ SDN architecture for network load balanc-
ing in the wide area network (WAN) and a server 
load balancing in data centers. The authors analyzed 
the load balance of the traditional network carried 
out by the load balancer device and pointed out its 
several limitations. For example, a load balancer is a 
choke point, but it is placed at the network entry, so 
all traffic must pass through it, which may lead to a 
single point of failure. Moreover, servers are static, 
especially in the virtual data center that allows virtual 
machines (VMs) to move around for efficient use. 
Furthermore, a load balancer originally designed 
for regular network structure (e.g., data center net-
work) might not be equally effective in an enterprise 
network. To overcome all these limitations, Aster*X 
employed a distributed load balancing mechanism 
throughout the network for high scalability that was 
logically centralized because of the SDN controller 
that has a complete view of the network. Moreover, 
a load balance system must be flexible enough to 
allow each service to use the schema according to 
the service requirements. To achieve such a load 
balance system using SDN, Aster*X proposed three 
SDN modules: a Flow Manager, which controls 
and manages route flows according to the specific 
load balancing algorithm; a Net Manager, which is 
responsible for tracking network topology; and a 
Host Manager to monitor the servers’ state. Aster*X 
supports proactive and reactive modes as well as 
individual and aggregated requests.

Another technique used to provide load balanc-
ing is based on wildcard rules and directs incoming 
requests based on the clients’ IP addresses. In [12], 
the authors stated that inserting separate rules for 
each packet flow leads to a huge number of rules 
in the flow table. On the other hand, this approach 
causes a heavy load on the controller for manipulat-
ing every Packet-In message. To overcome this prob-
lem, a new load balancing algorithm was proposed 
to calculate concise wildcard rules that are automat-
ically adjusted for different load balancing policies. 
The approach uses a proactive mode that inserts flow 
entry without involving the controller. The partition 
algorithm is proposed to determine a minimal set of 

wildcard rules, and a transition algorithm is used to 
change the rules for adapting new load balancing 
weights of the servers. For example, suppose the cli-
ent traffic matching 0* indicates the rule that traffic 
should shift from server 1 to server 2. The controller 
needs to examine the next packet of each connec-
tion to decide whether to direct the traffic to the new 
server, server 2, or the previous server (server 1). In 
this case, the controller installs a rule directing all 0* 
traffic to the controller for further inspection; upon 
receiving a packet, the controller installs a high-prior-
ity micro-flow rule for the remaining packets of that 
connection. Mininet simulation is used with a NOX 
controller and Open Vswitch OVS to prototype the 
network, and Mongoose is used as emulator for the 
web server.

The centralization of the SDN controller enables 
traffic flow to be redirected dynamically when any 
changes occur in the network. The flow-oriented 
load balancing approach using SDN is proposed by 
[13]. The approach is built based on a number of 
policies that dictate the direction of all data flows to 
intended servers. The data-flow-oriented approach 
assumes that the communication between clients 
and servers is established when a client sends a 
request to the server, and the flow remains active 
even after a certain period of inactivity. These flows 
are distributed among existing servers via switches 
that redirect the packets according to a load balanc-
ing policy. Three policies are adopted in this study: 
random policy, time slice policy, and weighted pol-
icy. Random is a simple policy that randomly allo-
cates the flows to servers and does not consider the 
capacity and current load of servers. This policy is 
not effective in a heterogeneous distributed server 
farm that includes servers with different capacities. 
In the time slice policy, each time controller will 
select a server for responding to the request, and 
this selection is implemented randomly bearing in 
mind that each server has one slice time. Thus, the 
only information required to be stored in this poli-
cy is a server with a specific slice time period, and 
this policy does not consider the current load of the 
servers. The weighted balancing policy records the 
number of flows processed in each server. For the 
new incoming flows, the controller selects the server 
that has minimum load level; that is, a server with 
the smallest number of connected or communicat-
ing clients. The controller uses the counter field to 
calculate the number of flows that can be handled 
by each server.

The scalability of server load balancing in SDN 
is one of the prime issues that has been addressed 
by various researchers. Ananta [14] is a layer 4 
load balancing system that scales out the web ser-
vices. It divided the data plane functionality into 
three separate tiers including network, multiplex-
er, and state-full NAT layer. Ananta can provide 
scaling and reliable load balancing. The proposed 
architecture consists of the Ananta Manager 
(AM), the control plane of the system, Mux Pools, 
as well as monitors of DIP health. The host agent 
provides Direct Server Return (DSR) and SNAT 
function across the layer 2 domain. The multiplex-
er (mux) receives incoming traffic and forwards it 
to the appropriate DIPs. In addition, the proposed 
system supports multiple tenants for the QoS by 
dividing CPU, memory, and bandwidth based on 
the tenants’ weights. The implementation of the 
system was carried out in the public cloud using 
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Windows Azure with 20 VMs as the server and 
10 VMs as clients. The measurements metrics 
focused on Fast-Path, response time, and latency.

Load balancing as a service (LBaaS) [15] has 
been one of the critical features desired by cloud 
tenants. The idea behind LBaaS is to provide load 
balancing functionality via software so that it can 
be programmed and added to orchestration via 
application programming interfaces (APIs). This 
is the same basic mechanism of all automated 
software-defined approaches across the spectrum 
of cloud function, from SDN to software-defined 
storage, and even software-defined data centers 
(SDDCs). As such, LBaaS could just as well be 
called software-defined load balancing. The LBaaS 
is a set of APIs that provide a RESTful interface for 
the creation and management of load balancers in 
the cloud. Currently, LBaaS is integrated into cloud 
platforms such as OpenStack and several cloud 
service providers such as Amazon Elastic Load Bal-
ancing (ELB), Windows Azure , Rackspace , HP 
Cloud Load Balancing, and GoGrid. The Neutron 
southbound interface provides a number of class 
collections such as load balancer, load balancer 
health, load balancer listener, and load balancer 
pool. A Neutron northbound interface is provided 
to create a virtual IP (VIP) that will map to a pool of 
servers (i.e., members) within a subnet. The pools 
consist of members identified by an IP address. 

sdn-bAsed loAd bAlAncIng servIce
This section presents the SBLB service, which 
strives to maximize resource utilization. It takes 
into account the type of the service and aims to 
minimize response time. The proposed scheme 
primarily consists of two parts: application mod-
ules that run on top of the SDN controller and 
server pools that connect to the controller 
through OpenFlow switches.

Figure 1 shows the SBLB system architecture. 
The application modules consist of three functional 
modules: the service classification module (SCM), 
dynamic load balancing module (DLBM), and 
monitoring module (MM). These modules run on 
top of each SDN controller. The MM runs on the 
int function of Floodlight to collect hosts’ informa-
tion regularly and sends it to the load balancing 

module. The main function of the SCM is to iden-
tify the type of request to define the service type 
and send it to the DLBM. The DLBM is the main 
module that manages the load balancing system by 
adjusting the corresponding parameters.

A controller works as a master controller that 
handles all packetIn messages coming from Open-
Flow switches. Also, the controller manages the 
host pools and maintains the host’s load in real 
time. Each server has a static IP address connect-
ed to the OpenFlow switch, and each server pool 
has a VIP with a virtual medium access control 
(MAC) address. All users send their requests to a 
virtual MAC address without knowing the physical 
address of the host, the OpenFlow switch. The 
switch checks its flow table once a request arrives 
to find a matching entry. If the client packet head-
er is matched, the switch carries out the actions in 
the flow entry. If there are no flow entry matches, 
the switch sends a packetIn message to the con-
troller that executes the modules. Then the con-
troller inserts the corresponding flow entry to the 
switch through OpenFlow protocol.

When the packetIn message is received by the 
process function, it will extract the message using 
IFloodlightProviderService and get the payload, 
which includes all header information of the pack-
et. We implemented a Class named IPClient that 
defines IPv4Address, IpProtocol, TransportPort of 
the source (client), as well as TransportPort of the 
host (destination). To classify the packet, the TCP/
UDP packet header must be analyzed. In this pro-
cess, the controller extracts the three values of IP 
address, ports, and protocols from the header of 
the field. In the following section, the three mod-
ules of the mechanism are discussed in detail.

servIce clAssIfIcAtIon Module

To support real-time traffic classification and identify 
a request type, we develop an online service classi-
fication module based on statistical information that 
is collected from both hosts and clients during the 
communication. First, we describe the method of 
identifying the request type. Then we show how we 
used MemoryStorageSource service to store infor-
mation about the network temporarily.

Identifying the Type of Request: Various 
approaches are proposed for service classifica-
tion. In our module, we adopted the approach 
that is implemented in a traditional network using 
Network Packet Description Language (NetPDL). 
Using this approach, OpenFlow protocol is lever-
aged by adding an additional function that can 
classify the flows. Service classification relies on 
observation of how hosts and clients communi-
cate with each other in the network. 

In the case of a client-server network, typically, a 
large number of clients connect to a single host or 
multiple hosts that provide the same service. Thus, 
we identify the host or the VIP of the load balanc-
ing system as the main actor. The service classifi-
cation aims to identify which service is offered at 
an IP address, port, and protocol. Consequently, a 
classifier can infer that all future sessions that con-
tain these three factors will be directed toward the 
host that provides such a service. As we see in Fig. 
2, when client A establishes a session and starts 
sending a request to VIP, the service classification 
module will first extract the packet information to 
get the value of the factor and save it into the ser-

Figure 1. Load balancing module.
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vice table (ST) that is stored in MemoryStorage-
Source and labels the service. When a new request 
is sent to VIP, the classification module first checks 
the ST. If the three values match, the service name 
is sent to the load balancing module to adjust the 
parameters according to the request type. 

For example, if the classifier module recogniz-
es that server 1 with IP address (192.168.5.2) runs 
a web service on TCP port 8080, it can classify 
all sessions established to this IP address, port, 
and protocol as HTTP services. Our classifica-
tion approach is different from the port-based 
approach, which focuses on the port number. 
This approach extracts two values, IP address and 
port, from the header of the field while the proto-
col is extracted from the payload of the packet. 
The process of storing and retrieving values from 
the ST is discussed in the next section. 

MemoryStorageSource Service: The Memo-
ryStorageSource service in the SDN controller 
allows storing some information about the net-
work temporarily. It is the memory of NoSQL stor-
age utilized for storing and retrieving information 
of the packetIn for service classification purpose. 
To use this service when the controller starts, we 
configure it in a Floodlight controller configura-
tion file. Also, we import two other dependencies, 
IDebugCounterService and IRestApiService, that 
this MemoryStorageSource service uses. To cre-
ate ST, we rely the IStorageSourceService inter-
face in our SBLB module to be able to create, 
delete, and modify data in the memory storage 
source. For retrieving data from ST, we implement 
an IStorageSourceListener interface that allows 
sharing all data in other modules. Initially, we con-
figure MemoryStorageSource service to run when 
the first packetIn is sent to the controller. 

The Floodlight controller will check if the destina-
tion IP is the VIP of the load balancing module; then 
we parse the packetIn and get the three parameters 
(source IP, port number, and protocol). Then the 
packetIn will be classified through the service-based 
method discussed in the previous section. After that, 
any incoming packet with this known service can 
subsequently be classified directly through the infor-
mation stored in the ST as described above without 
any further processing (e.g., payload inspection). 
Since the ST is stored in memory that has limited 
space, we introduced Service Idle Timeout (SIT) to 
remove the entry of ST that does not match for a 
certain time. SIT will reduce the number of service 
entries in the ST and speed the processing time of 
classifying incoming packets.

dynAMIc loAd bAlAncIng Module

We implement a dynamic load balancing module 
that calculates and distributes the incoming traffic 
to the server with the consideration of service type. 
A load of each host is calculated based on CPU, 
memory, and bandwidth utilization parameters. 
By considering service type, we divide the request 
into two types, compute request (CR) and data 
request (DR), and then adjust the above parame-
ters accordingly. CR refers to a request that does 
not need many network resources such as band-
width. For example, a simple HTTP request (stat-
ic) that does not include server-side scripting (e.g., 
PHP, ASP, and JSP) may consume less bandwidth. 
Conversely, DR is a request that relies more on 
bandwidth. To identify request type, the packetIn 

is captured by the SCM in which the packet is clas-
sified and sent back to this module. Therefore, in 
this module two tasks are implemented: calculating 
the load of each host and selecting the best server 
to handle the incoming request. To calculate the 
load of hosts, we propose a, b, and m values. These 
values are multiplied with each load balancing fac-
tor to adjust the parameters based on the type of 
the request. Meanwhile, different types of requests 
are available (N types). In this research, we divided 
the users request into two types: compute requests 
and data requests. Thus, we can define the differ-
ent weight values for each type of request. To cal-
culate the load of each host based on the different 
types of requests, we used the following equation,

HLi = a  CPUr + m  MEMr 
      + b  Bandr (a, b, m)  1 (1)

in which r is the rate of each parameter and the 
total of the three parameters must be less than 
1. Different types of requests will have different 
weight values for CPU, memory, and bandwidth. 
For example, in the case of the compute request 
the loads of the hosts are calculated as follows:

HLi = a  CPUr + m  MEMr 
+ b  Bandr (a = m, a > b and a + b + m = 1) (2)

In the above equation, the value of the bandwidth 
is less because this type of request does not need 
much bandwidth. However, in the case of data 
request, the load of the hosts is calculated based on

HLi = a  CPUr + m  MEMr 
+ b  Bandr (a = m, m < b and a + b + m = 1) (3)

To achieve load balancing in the proposed 
scheme, we present a new load balancing algo-
rithm that considers both real-time host load and 
type of request.

Figure 2. Service classification process.
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MonItorIng Module
To obtain the network and host status, we gather 
two types of data from network nodes:
1. Resource utilization of the hosts, including 

server information such as CPU utilization 
and memory utilization.

2. Link bandwidth statistics, which are reported 
by switches periodically. This information is 
collected by controller every 5 s.

To integrate this module in our SBLB scheme, 
we implement a thread that handles the statistics 
request and response. The thread will be initial-
ized via IThreadPoolService, a Floodlight service 
that is provided by another module. Three param-
eters will be collected: portStatsInterval_1, port-
StatsInterval_2, and TimeUnit per second. The 
statistics collection service implements an execut-
able class that contains the run function, which 
will be invoked by the executor at the times and 

interval set as described above. To get the band-
width statistics counter of each link, we pass two 
parameters, the DatapathId and Port number, that 
return the rxBytesCounted and txBytesCounted. 
OpenFlow specification provides many statistics 
messages that allow the controller to query the 
switch for information such as flow statistics.

To carry out these tasks, we implement statis-
tics collector services in which all information is 
gathered. Two functions are developed to collect 
the values of resources and bandwidth of the links 
and calculate the real state of each node in the 
network.

results And AnAlysIs
This section describes experiment setup, perfor-
mance metrics, and analysis of results obtained 
from the real experimental setup that is imple-
mented in OpenStack. 

We install a Floodlight controller in a separate 
VM using Oracle VirtualBox to make the control-
ler connect to OpenStack. We configure the fol-
lowing steps:
• Configure devstack script with Neutron 

Plugin to install OpenStack Grizzly.
• Configure the Floodlight resource file that is 

located in (srcmainresourcesneutron.proper-
ties).

• Install OpenVswitch and configure it for run-
ning on each of the nova-compute nodes.
We configure the hosts to use different types 

of services such as HTTP, SMTP, FTP, and data-
base services. HTTPerf is used to generate the 
traffic. This tool can generate various types of 
requests to measure the performance of the 
SBLB. Three performance metrics, namely Aver-
age Response Time (ART), Reply Time (RT), and 
Request Per Second (RPS), are used to evaluate 
the performance of SBLB. In these experiments, 
SBLB modules are run in the Floodlight control-
ler and the requests are sent to the hosts. Then 
we compared our results with existing software 
load balancing applications such as HAproxy. 
The reported results are averaged over 10 exper-
iments. Our mechanism performs better and can 
be used by cloud and mobile operators with dif-
ferent operating systems and protocols.

Figure 3 shows the ART as a function of num-
ber of requests. Figure 3 clearly indicates that the 
proposed SBLB scheme consistently outperforms 
HAproxy in terms of ART. For example, when 
clients send a total of 500 requests, the ART of 
SBLB shows 4.91 s compared to HAproxy load 
balancer, which shows 6.83 s for the same num-
ber of requests. As expected, ART increases 
with the increased number of requests. Howev-
er, this increase is minor compared to HAproxy, 
which indicates the effectiveness of the proposed 
scheme in peak periods. 

Figure 4 illustrates the reply time of SBLB and 
HAproxy. The result clearly indicates that the 
reply time of SBLB is significantly shorter than that 
of HAproxy. For example, the RT of SBLB with 
500, 600, and 700 requests are 2.55 s, 2.57 s, 
and 2.76 s, respectively, while in HAproxy, RT 
show 5.16 s, 5.34 s, and 5.80 s for the same 
number of requests. Although the RT of SBLB 
increases after 800 requests, the performance 
difference between SBLB and HAproxy remains 
almost consistent. Overall, reply time increases 

Figure 3. ART of the SBLB and HAproxy.
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with the increased number of requests, which is 
understandable. In Fig. 5, the request per second 
results of SBLB and HAproxy are presented for 
various traces. We observe from the results that 
SBLB could produce a high number of requests 
compared to HAproxy, and the differences 
between them are clearly visible. The average 
difference between SBLB and HAproxy is 14.5 
requests/s. This is because in the heterogeneous 
environment, the bandwidth of the link and hosts 
resource vary. In SBLB, the controller calculates 
the host load and adjusts the load balancing 
parameters according to the type of request, 
while HAproxy uses a simple dynamic load bal-
ancing without taking into account this factor.

conclusIon And future Work
In this article, we propose a novel SDN-based 
load balancing service that takes into account ser-
vice request type to maximize server utilization 
and minimize user response time. The proposed 
scheme allows steering and managing network 
flow dynamically by distributing workload across 
multiple server pools to improve performance 
as well as optimize network resources. Our pro-
posed mechanism reduces average response time, 
reply time, and request per second compared to 
contemporary schemes. Our future research will 
involve development of server base load balancing 
modules with GUI and the performance analysis 
of the proposed load balancing algorithm. Some 
issues are due to SDN architecture itself, such as 
reactive flow mode and service chain, while other 
issues are common load balancing issues.
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Figure 5. RPS of the SBLB and HAproxy in a heterogeneous environment.
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