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Announcements for Week 3

● Group project leads
➜ Lead will communicate with assistants
➜ 15 bonus points for active communication
➜ Email the TAs by the end of the week

● Teamwork on exercises
➜ Discussing problems together is 

recommended
➜ You should finish the problems yourself
➜ Identical solutions will be inspected

● A+ late submissions
➜ A+ shows 0p instead of 0.5p
➜ Points will be manually fixed

● Virtual server
➜ Try to login to the virtual server before your 

exercise session
➜ Instructions on MyCourses (Platforms and 

Tools)
➜ Report problems to Slack!

● Project part 1 DL on Monday
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Learning Goals
► Creating a relational model based on UML 

diagrams, i.e. from UML define the relations and 
what attributes these relations should have for a 
database schema.

► Explaining why one database schema may be better 
than another schema describing the same database.

► Understanding some concepts and techniques 
needed to improve the database schema, for 
instance:
► Functional Dependency
► how the key of the relation is connected to 

functional dependencies
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Changing UML Diagram to Database Schema

What relations would you define based on this diagram?

Product

number PK
prodName
description
price

Manufacturer

ID  PK
name  
phone

Order

orderNo PK
deliver  
status

Customer

custNo PK
name  
born  
bonus  
address  
email

0..1

*

* * * 1..1

Made-by

Belongs-to

Ordered-by

Countinfo

count
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Basics:
► Each class gets its own relation, which has the same 

attributes as the class.

► For each many-many association we create a relation, 
whose attributes are the keys from both of the 
relations the association connects, and the attributes 
of the association class, if there is one.

► For each many-one association we can either create a 
relation in the same manner as with many-many 
associations or we can add attributes to the relation 
that are on the many-side of the association.

► Rename the attributes in the relations, if needed, to 
make them clear and distinct.

Changing UML Diagram to Database Schema
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Example: Defining Relations for UML Classes

► For the classses in the UML diagram of the online store 
we can define relations:
Customers(custNo, name, born, bonus, address, email)  
Products(number, name, description, price)  
Manufacturers(ID, name, phone)
Orders(orderNo, deliver, status)

Product

number PK
prodName
description
price

Manufacturer

ID  PK
name  
phone

Order

orderNo PK
deliver  
status

Customer

custNo PK
name  
born  
bonus  
address  
email

0..1

*

* * * 1..1

Made-by

Belongs-to

Ordered-by
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Example: Defining Relations for Associations

► For the associations we define relations: (later we will 
introduce another approach)
MadeBy(number, ID) 
OrderedBy(orderNo, custNo)
BelongsTo(orderNo, number, count)

Product

number PK
prodName
description
price

Order

orderNo PK
deliver  
status

* *Belongs-to

Countinfo

count

Note: No relation needs to be created for 
the Countinfo class.
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Special cases (that cannot be handled in a straight-forward 
manner with the basic approaches):

► Classes, with attributes inherited from other classes, and  
associations with such classes, must be handled differently.

► Subclasses need to be handled in a different manner.

► Consider whether or not a many-one association should have 
its own relation, or should the relation be replaced by simply 
adding the key from the one-side class to the attribute list of 
the many-side class.

Changing UML Diagram to Database Schema
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About Keys of Relations

► A relation defined based on a class has the same key 
attributes as the class.

► Relations based on many-many associations inherit the 
key attributes from both of the classes connected by the 
association.

► Relations based on many-one associations only inherit the 
key attributes from the class in the many-side.

For example, OrderedBy(orderNo, custNo)

Order

orderNo PK
deliver  
status

Customer

custNo PK
name  
born  
bonus  
address  
email

* 1..1

Ordered-by
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About Keys of Relations, Continued

► It’s important not to define too many key attributes, as 
with the key attributes we make sure, that two tuples with 
the same values in the key attributes cannot be added.

Product

number PK
prodName
description
price

Manufacturer

ID  PK
name  
phone

0..1

*

Made-by

For instance, if the relation 
MadeBy would also have 
ID as its key attribute, we 
could add multiple tuples 
with the same product 
number, but with a 
different manufacturer.

E.g. MadeBy(number, ID)
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Example: Relations for Self-Associations

► Here the same class occurs in the association twice:

Employee

ID  PK
first_name  
last_name  
born  
address  
position

0..1  Immediate superior

0..20 Subordinate

The key attributes will be added twice to describe 
both sides of the association.

► Hence, we define the relation:
Manages(subordinateID, superiorID)
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Combining Relations

► In the first example we defined the following relations 
based on the UML diagram:
Products(number, name, description, price)  
Manufacturers(ID, name, phone)  
MadeBy(number, ID)

► The relation MadeBy was defined based on a
many-one association.

► The relations Products and MadeBy can be combined 
into one relation by adding the information about 
manufacturer’s ID to the relation Products.
Products(number, name, description, price, ID)
Here, the relation Manufacturers stays as it is.
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Product

number PK
prodName
description
price

Manufacturer

ID  PK
name  
phone

Order

orderNo PK
deliver  
status

Customer

custNo PK
name  
born  
bonus  
address  
email

0..1

*

* * * 1..1

Made-by

Belongs-to

Ordered-by

Countinfo

count

Combining Relations



Databases for Data Science

► In a similar manner we may combine the relations Orders 
and OrderedBy.

► On the contrary, we can’t combine BelongsTo to 
any other relation, as it has been created based on 
a many-many association.

► The final relations (some names of the attributes 
have been changed for clarity):
Customers(custNo, name, born, bonus, address, email)  
Products(number, prodName, description, price, manufID)  
Manufacturers(ID, manufName, phone)
Orders(orderNo, deliver, status, custNo)  
BelongsTo(orderNo, prodNo, count)

Combining Relations, Part II
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► If an association is a many-many association, it 
cannot be combined.

► Combining it would lead to repetitive information.

► If BelongsTo-relation would be combined with the relation
Orders, we would end up with an association: 
Orders(orderNo, deliver, status, custNo, prodNo, count)

► Here, the information about the shipping method, 
status of the delivery and customer number of the 
order would be stored to the database multiple 
times, which is redundant. 

Combining Relations, Part III
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Exercise

Which of the following relations (see next slide) are correct, 
when creating a database based on this UML diagram?

Course Teacher
codePK
name

0..1 *
ssNoPk
name

credits Teaches position
semester department
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Options:
a. Teachers(ssNo, name, position, department)  

Courses(code, name, credits, semester)  
Teaches(ssNo, code)

b. Teachers(ssNo, name, position, department)  
Courses(code, name, credits, semester)  
Teaches(code, ssNo)

c. Teachers(ssNo, name, position, department, coursecode)  
Courses(code, name, credits, semester)

d. Teachers(ssNo, name, position, department)  
Courses(code, name, credits, semester, teacherSsNo)

Exercise Continues
Course Teacher

codePK
name

0..1 *
ssNoPk
name

credits Teaches position
semester department
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Answers
Based on the UML diagram, one teacher can teach at most 
one course, but one course can have multiple teachers.

► Option a is correct, as the relation Teaches has the ID of the  
teacher as its key attribute.

► Option b is incorrect, as the key attribute of the relation 
Teaches is the course code, but this doesn’t work, as the 
same course can have multiple teachers (for each course–
teacher-combination we create one tuple).

► Option c is correct, as we have added the information about
the course the teacher is teaching to the relation of the  
teacher (each teacher can have at most one course).

► Option d is incorrect, as we have added the information 
about the teacher to the relation of the course, which doesn’t 
work since a course can have multiple teachers.

Correct answers are a and c.
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When should we combine two relations?

► Relations that have been created based on a 
many-one association can be combined. When 
should we do this?

► Combining relations results in less relations for the 
schema. This makes the relational schema simpler, 
which is desirable and more efficient for databases.
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► If only a small number of objects of the class are 
associated with the other class, combining the relations 
leads to a situation, where many tuples have NULL-values 
on the attributes inherited through the association. 

► In these cases combining the relations is not necessarily a 
good idea, since:
► Storing the extra attributes reserves extra space, if almost 

all of the tuples have NULL values for the attributes in 
question.

► If we perform a lot of queries on the information of the  
association, it might be quicker to do the queries on the  
relation created for the association, if its size is significantly 
smaller than the size of the relation created based on the 
class. (However, this depends on what other relations we 
need in this query).

When should we combine two relations? Part II
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Example 1

► Almost all products in the database have information 
on their manufacturer.

► We want to combine the relations MadeBy and Products, 
as the database schema becomes more simple and the 
tuples of the relation Products rarely have NULL values for
the attribute manufID.
Products(number, name, description, price, ID)

Product

number PK
prodName
description
price

Manufacturer

ID  PK
name  
phone

0..1

*

Made-by
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► Let’s assume, that the workplace has a mentor program, 
where some of the employees have been assigned a 
mentor outside the workplace.

► One employee can have at most one mentor, but more 
than 90 % of the employees don’t have a mentor

Mentor

ID PK

name  

firm
M entoredBy

0..1

Em ployee

num ber PK

nam e  

occupation  

address

*

► As only a small number of employees have a mentor, 
we probably want to create a relation MentoredBy 
instead of combining it to the relation Employees.

Example 2



Databases for Data Science

Product

number PK
prodName
description
price

Version

size PK

color PK

PK
* 1..1

► In addition to the key attributes of the class Version, we 
add the key attributes from the class Product.

► We should never create a relation for the association 
between Version and Product.

► If the class Version is part of some other association, the 
relation created based on this association should 
include the key attributes from both of the classes 
Version and Product.

► Relations:
Products(number, name, description, price)  
Versions(prodNo, size, color)

Attributes of the class not sufficient for a key
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Class Version in an Ordinary Association
► Let’s assume that in the online store some of the 

versions are only available for temporary campaigns.
Product

number PK
prodName
description
price

Version

size  PK

color  PK

PK
* 1..1

Campaign

name PK
start PK  
end

* *

OfferedIn

► When defining the relation based on the association 
OfferedIn, include the key attributes from Versions and 
Campaigns, but also the key attribute of the relation 
Products, since it’s needed for identification of the versions.

► Relations:
Products(number, name, description, price)  
Versions(prodNo, size, color)  
Campaigns(name, start, end)  
OfferedIn(prodNo, size, color, campaignName, start)
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Inheritance Hierarchy with Relations

How can we represent a superclass and its 
subclasses as relations?

Product

number PK
prodName
description
price

Book

author

pages

CD

artist

length

Computer

ram
speed  
harddisk

Firm

firmID PK
name  
address

MaintenanceInfo

lengthOfContract

Maintains* *
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► We can use three different approaches:
1. Create a relation for the superclass on each of the 

subclasses. The relations of the subclasses should 
inherit the key attributes of the superclass, and their own 
attributes.

2. Create a relation for the superclass and each of the 
subclasses. The relations of the subclasses inherit all 
attributes from the superclass, and their own attributes.

3. Create one relation for the whole inheritance hierarchy. 
Any attributes not par of certain objects, will have NULL 
as their value.

► We use the usual approaches for creating the
relations for associations concerning the superclass 
or subclasses.

Inheritance Hierarchy with Relations
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Example 1: Relations of subclasses have their 
own attributes and only keys of the superclass
► We create four different relations for the classes in the 

UML diagram:
Products(number, name, description, price)  
CDs(number, artist, length)
Books(number, author, pages)  
Computers(number, speed, ram, harddisk)

► In addition we need relations to represent the association
Maintains and the class Firm:

Maintains(number, firmID, lengthOfContract)  
Firms(firmID, name, address)

Computer

ram
speed  
harddisk

Firm

firmID PK
name  
address

MaintenanceInfo

lengthOfContract

Maintains* *

Each object of the subclass will 
have a tuple both in the relation 
of the subclass and the relation 
of the superclass.
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► Now the relations of the subclasses have more attributes:
Products(number, name, description, price)  
CDs(number, name, description, price, artist, length)  
Books(number, name, description, price, author, pages)
Computers(number, name, description, price, speed, ram,  

harddisk)
► The relations for association remain the same:

Maintains(number, firmID, lengthOfContract)  
Firms(firmID, name, address)

Example 2: Relations of subclasses have their 
own attributes and all attributes of superclass
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► Now each object represented by some subclass is in 
the database only once. In the relation Products, we 
have only those objects, that don’t belong to any of 
the subclasses.

► If all of the tuples belong to some of the subclasses, 
the relation Products will not be needed.

Example 2: Relations of subclasses have their 
own attributes and all attributes of superclass

Product

number PK
prodName
description
price

Book

author

pages

CD

artist

length

Computer

ram
speed  
harddisk

Firm

firmID PK
name  
address

MaintenanceInfo

lengthOfContract

Maintains* *
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Example 3: Only one relation

► Let’s make the superclass and all the subclasses only 
one common relation.

► In this example we would make only one relation to 
represent all the products:
Products(number, name, description, price, artist,  length, 

author, pages, speed, ram, harddisk)
For example, products that are not books, and the values of 
attributes author and pages would be NULL.

► Also, we would keep these relations:
Maintains(number, firmID, lengthOfContract)  
Firms(firmID, name, address)
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Comparison of Approaches
► In queries concerning all products, it is usually 

convenient if there are not too many different 
relations.

► In queries concerning for example only books, it 
is convenient if books have their own relation.

► If all tuples belong to some subclass and the superclass 
doesn’t have it’s own many-to-many or one-to-many 
associations, where the superclass is "on one-side" of 
the association, then approach 2 is usually the most 
reasonable. In other cases approach 1 is usually better.

► Approach 3 is reasonable mainly when there are a lot of  
objects that belong to several subclass at the same time 
(not always permitted), for example an audio book in CD.
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Aggregation and Composition
ProductGroup

groupID PK
groupname

Product
*

number PK
prodName
description

price

0..1 Product
*

number PK
prodName
description

price

ProductGroup

groupID PK
groupname

1

► Aggregation and composition are types of many-to-one 
associations. So instead of constructing a new relation, 
add the the relation for the class on the non-diamond end, 
the key attribute(s) of the class on the diamond end. 

► Products(number, prodName, description, price, groupID)  
ProductGroups(groupID, groupname)

► In the case of aggregation, these attributes can be NULL.
► Notice: in prior examples the relation Products does not  

have attribute manufID, because here the relations are 
made only based on the information visible in the 
corresponding UML diagram and they do not include 
information outside the diagram.
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Functional Dependencies and Normalization

► What relations should be defined in the database and 
what attributes they should have?

► Consider principles like Normalization to improve 
design by using constraints that apply to relations.

► Functional Dependencies (FD) are the most common 
constraint used in relations.

► For example, an FD could make an assertion that if 
two tuples have the same values for the title and year 
of movie, then they would also have the same studio.

► Decomposition can be used to split relations into  
smaller schemas by examining functional 
dependencies among attributes in the relation.
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Example

Here are two different ways to represent 
products and their manufacturers:

1. All the information is stored in the same relation:
Products1(number, prodName, description, price, 

manufID, manufName, phone)

2. Information can be split into two relations:

Products(number, prodName, description, price, manufID)  
Manufacturers(ID, manufName, phone)
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Example: Using a Single Relation

For example, many instances of the relations could be:

Relation Products1
number prodName description price manufID manufName phone
T-33441 Galaxy A5 cellphone 250.0 S123 Samsung 020-7300
S-65221 Brasserie 24 pan 33.50 F542 Fiskars 020-43910
T-33442 NX 300 Smart camera 399.0 S123 Samsung 020-7300
T-33455 Cyber-shot camera 463.0 L711 Sony 020-6500
R-43118 Samsung LT 24 TV 169.0 S123 Samsung 020-7300
R-27113 Sony 32 KDL TV 347.0 L711 Sony 020-6500
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Relation Products
number prodName description price manufID
T-33441 Galaxy A5 cellphone 250.0 S123
S-65221 Brasserie 24 pan 33.50 F542
T-33442 NX 300 Smart camera 399.0 S123
T-33455 Cyber-shot camera 463.0 L711
R-43118 Samsung LT 24 TV 169.0 S123
R-27113 Sony 32 KDL TV 347.0 L711

Relation Manufactures
ID manufName phone
S123 Samsung 020-7300
L711 Sony 020-6500
F542 Fiskars 020-43910

Example: Splitting into Two Relations
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Example: Differences in Database Schemas

► In the first database schema the information about
manufacturers' names and phone numbers are stored
several times, while in the second schema only once.

► For example, if the phone number of manufacturer 
changes, the first schema has to be updated in several 
tuples, while in the second on only one tuple.

► In the first schema, if the product S-65221 is removed, 
the information about the manufacturer Fiskars is lost. In 
the second schema the manufacturer information is 
retained even if this product information is removed.

► The second schema is clearly better than the first.
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Anomalies
► Anomalies: abnormalities in the database behavior

caused by a poorly structured database.

► Common Anomalies:

► Redundancy: information that may be repeated unnecessarily 
in several tuples in the same relation (or table).

► Update Anomalies: if the same information is stored in several
tuples, all the changes have to be made for every instance of 
the information.

► Deletion Anomalies: removing tuples may have side effects. 
For example, if information of the products and their  
manufacturers is stored in the same relation, removing the 
product may at the same time remove the information 
about the manufacturer’s name and phone number.



Databases for Data Science

Anomalies

► Redundancy: same values for length and genre of movies.
► Update Anomalies: updating length of movie across all tuples 

in the table.
► Deletion Anomalies: removing an actor for a movie with only 

one tuple in the table would remove all information, unless 
made NULL (which may be another constraint).

Note: If an attribute is used to join two relations together it is not 
a redundancy (e.g. studio ID key in tables Movies & Studios).
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Functional Dependencies & Normal Forms
Part II

CS-A1153: Databases

Prof. Barbara Keller



Database – Theory
(aka the fun part)

Today: Boyce-Codd Normal Form



Interactions Today:

Presemo:
http://presemo.aalto.fi/csa1153

http://presemo.aalto.fi/csa1153


Intended Learning Outcomes

After this session you can:

• describe what a Normal Form is and why they
exist

• tell your friends a fun fact about Boyce
• decompose a given schema 

into a set of BCNF-conform schematas



Timeline

Normal Form
Short History

BCNF and how to 
get there



Boyce-Codd 
Normal Form

Raymond F. Boyce and Edgar F. Codd 1974



Boyce-Codd 
Normal Form

Raymond F. Boyce and Edgar F. Codd 1974



Normal Forms

1st NF→ 2nd NF → 3rd NF → BCNF (=3.5 NF)→ 4th NF →5th NF→6th NF

1st NF

2nd NF

3rd NF

BCNF

4th NF



BCNF: 
What is it 
about? A relation 𝑅 is in BCNF if and only if:

Whenever there is a nontrivial FD: 
𝐴1𝐴2 …𝐴𝑛 → 𝐵1𝐵2 …𝐵𝑛 for 𝑅
then {𝐴1,𝐴2, … , 𝐴𝑛 } is a super key of 𝑅

Said differently: 
The left side of any (non-trivial) FD must 
contain a key



Break: 
Move your Shoulders



Functional Dependencies

student field course year credits teacher office

Anton CS Database 2021 5 Keller B123

Anton CS Programming 2020 5 Keller B123

Sandra ELEC Network 2020 5 Kivelä A123

Carl DS Database 2020 5 Sawhney A112

Carl DS Network 2021 5 Kivelä A123

Sandra ELEC Suomi 2020 2 Järvinen C123

Merlin CS Programming 2019 5 Pasi B112

Harry DS Suomi 2020 2 Järvinen C123

Michael CS Business 2020 5 Ungeheuer D123

If I give you the value in 𝑋 – you know/can look up the entry in 𝑌
Written as 𝑋 → 𝑌 (Determinant → Dependent)
Problems: Redundancy/Update Anomaly / Deletion Anomaly
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𝑨 𝑩 𝑪 𝑫 𝑬 𝑭 𝑮
Anton CS Database 2021 5 Keller B123

Anton CS Programming 2020 5 Keller B123

Sandra ELEC Network 2020 5 Kivelä A123

Carl DS Database 2020 5 Sawhney A112

Carl DS Network 2021 5 Kivelä A123

Sandra ELEC Suomi 2020 2 Järvinen C123

Merlin CS Programming 2019 5 Pasi B112

Harry DS Suomi 2020 2 Järvinen C123

Michael CS Business 2020 5 Ungeheuer D123

𝑨 → 𝑩 , 𝑪 → 𝑬, 𝑪𝑫 → 𝑭, 𝑭 → 𝐆,

= {student,course,year}



Let's break 
tables: 

Can we justs break it in half?



How?
Input: A relation 𝑅0 with a set of functional dependencies 𝑆0.
Output: A decomposition of 𝑅0 into a collection of relations, all of which 
are in BCNF.

Method: Apply the following steps recursively to any relation 𝑅 and set 
of FD´s 𝑆. Initially apply them with 𝑅 = 𝑅0 and 𝑆 = 𝑆0

1. Check wether 𝑅 is in BCNF if so: We are Done! Return {𝑅}
2. If there is a BCNF violations: Take one 𝑋 → 𝑌 – Compute 𝑋+, choose 

𝑅1 = 𝑋+ and let 𝑅2 = 𝑋 ∪ 𝑅 − 𝑋+

3. Compute the sets of FDs for 𝑅1 and 𝑅2, let them be 𝑆1 and 
𝑆2 respectively

4. Recursively continue with 𝑅1 and 𝑆1 and 𝑅2 and 𝑆2 respectively –
return the results of these decompositons
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𝑨 𝑩 𝑪 𝑫 𝑬 𝑭 𝑮
Anton CS Database 2021 5 Keller B123

Anton CS Programming 2020 5 Keller B123

Sandra ELEC Network 2020 5 Kivelä A123

Carl DS Database 2020 5 Sawhney A112

Carl DS Network 2021 5 Kivelä A123

Sandra ELEC Suomi 2020 2 Järvinen C123

Merlin CS Programming 2019 5 Pasi B112

Harry DS Suomi 2020 2 Järvinen C123

Michael CS Business 2020 5 Ungeheuer D123

𝑨 → 𝑩, 𝑪 → 𝑬, 𝑪𝑫 → 𝑭, 𝑭 → 𝐆,

= {student,course,year}
1. Check wether 𝑅 is in BCNF if so: 

We are Done! Return {𝑅}
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𝑨 𝑩 𝑪 𝑫 𝑬 𝑭 𝑮
Anton CS Database 2021 5 Keller B123

Anton CS Programming 2020 5 Keller B123

Sandra ELEC Network 2020 5 Kivelä A123

Carl DS Database 2020 5 Sawhney A112

Carl DS Network 2021 5 Kivelä A123

Sandra ELEC Suomi 2020 2 Järvinen C123

Merlin CS Programming 2019 5 Pasi B112

Harry DS Suomi 2020 2 Järvinen C123

Michael CS Business 2020 5 Ungeheu
er

D123

𝑨 → 𝑩, 𝑪 → 𝑬, 𝑪𝑫 → 𝑭, 𝑭 → 𝐆,

= {student,course,year} 2. If there is a BCNF violations: Take 
one 𝑋 → 𝑌
Compute 𝑋+, choose 𝑅1 = 𝑋+ and let 
𝑅2 = 𝑋 ∪ 𝑅 − 𝑋+

𝐶𝐷 → 𝐹
{𝐶𝐷}+= {𝐶, 𝐷, 𝐸, 𝐹, 𝐺}

𝑅1 = {𝐶𝐷}+= {𝐶, 𝐷, 𝐸, 𝐹, 𝐺}
𝑅2 = {{𝐶, 𝐷} ∪ (𝑅 − {{𝐶𝐷}+}}

𝑅2 = {𝐶, 𝐷, 𝐴, 𝐵}



Functional Dependencies

𝑨 𝑩 𝑪 𝑫 𝑬 𝑭 𝑮
Anton CS Database 2021 5 Keller B123

Anton CS Programming 2020 5 Keller B123

Sandra ELEC Network 2020 5 Kivelä A123

Carl DS Database 2020 5 Sawhney A112

Carl DS Network 2021 5 Kivelä A123

Sandra ELEC Suomi 2020 2 Järvinen C123

Merlin CS Programming 2019 5 Pasi B112

Harry DS Suomi 2020 2 Järvinen C123

Michael CS Business 2020 5 Ungeheu
er

D123

𝑨 → 𝑩, 𝑪 → 𝑬, 𝑪𝑫 → 𝑭, 𝑭 → 𝐆,

= {student,course,year} 2. If there is a BCNF violations: Take 
one 𝑋 → 𝑌
Compute 𝑋+, choose 𝑅1 = 𝑋+ and let 
𝑅2 = 𝑋 ∪ 𝑅 − 𝑋+

𝐶𝐷 → 𝐹
{𝐶𝐷}+= {𝐶, 𝐷, 𝐸, 𝐹, 𝐺}

𝑅1 = {𝐶𝐷}+= {𝐶, 𝐷, 𝐸, 𝐹, 𝐺}
𝑅2 = {{𝐶, 𝐷} ∪ (𝑅 − {{𝐶𝐷}+}}

𝑅2 = {𝐶, 𝐷, 𝐴, 𝐵}



Functional Dependencies

𝑨 𝑩 𝑪 𝑫 𝑬 𝑭 𝑮
Anton CS Database 2021 5 Keller B123

Anton CS Programming 2020 5 Keller B123

Sandra ELEC Network 2020 5 Kivelä A123

Carl DS Database 2020 5 Sawhney A112

Carl DS Network 2021 5 Kivelä A123

Sandra ELEC Suomi 2020 2 Järvinen C123

Merlin CS Programming 2019 5 Pasi B112

Harry DS Suomi 2020 2 Järvinen C123

Michael CS Business 2020 5 Ungeheu
er

D123

𝑨 → 𝑩, 𝑪 → 𝑬, 𝑪𝑫 → 𝑭, 𝑭 → 𝐆,

= {student,course,year}
3. Compute the sets of FDs for 𝑅1 and 
𝑅2, let them be 𝑆1 and 𝑆2 respectively

𝐶𝐷 → 𝐹
{𝐶𝐷}+= {𝐶, 𝐷, 𝐸, 𝐹, 𝐺}

𝑅1 = {𝐶𝐷}+= {𝐶, 𝐷, 𝐸, 𝐹, 𝐺}
𝑅2 = {{𝐶, 𝐷} ∪ (𝑅 − {{𝐶𝐷}+}}

𝑅2 = {𝐶, 𝐷, 𝐴, 𝐵}



How to find FDs 
in the new Set:

Easy but quite 
some work

𝑹 = 𝑨,𝑩, 𝑪, 𝑫, 𝑬, 𝑭, 𝑮

𝑺 = {𝑨 → 𝑩, 𝑪 → 𝑬, 𝑪𝑫 → 𝑭, 𝑭 → 𝑮}
𝑹𝟏 = 𝑨,𝑩, 𝑪, 𝑫

𝑺𝟏 = ?

Add all subsets of 𝑅1
and calculate closure 

on S



How to find FDs 
in the new Set:

Easy but quite 
some work

𝑺 = {𝑨 → 𝑩, 𝑪 → 𝑬, 𝑪𝑫 → 𝑭, 𝑭 → 𝑮}
𝑹𝟏 = 𝑨,𝑩, 𝑪, 𝑫
𝐴 + = 𝐴, 𝐵
𝐵 + = 𝐵
𝐶 + = 𝐶, 𝐸
𝐷 + = 𝐷



How to find FDs 
in the new Set:

Easy but quite 
some work

𝑺 = {𝑨 → 𝑩, 𝑪 → 𝑬, 𝑪𝑫 → 𝑭, 𝑭 → 𝑮}
𝑹𝟏 = 𝑨,𝑩, 𝑪, 𝑫
𝐴 + = 𝐴, 𝐵
𝐵 + = 𝐵
𝐶 + = 𝐶, 𝐸
𝐷 + = 𝐷

𝐴, 𝐵 + = 𝐴, 𝐵
𝐴, 𝐶 + = 𝐴, 𝐵, 𝐶
𝐴, 𝐷 + = 𝐴, 𝐷
𝐵, 𝐶 + = 𝐵, 𝐶, 𝐸
𝐵, 𝐷 + = 𝐴, 𝐵

𝐶, 𝐷 + = 𝐶, 𝐷, 𝐸, 𝐹, 𝐺



How to find FDs 
in the new Set:

Easy but quite 
some work

𝑺 = {𝑨 → 𝑩, 𝑪 → 𝑬, 𝑪𝑫 → 𝑭, 𝑭 → 𝑮}
𝑹𝟏 = 𝑨,𝑩, 𝑪, 𝑫
𝐴 + = 𝐴, 𝐵
𝐵 + = 𝐵
𝐶 + = 𝐶, 𝐸
𝐷 + = 𝐷

𝐴, 𝐵 + = 𝐴, 𝐵
𝐴, 𝐶 + = 𝐴, 𝐵, 𝐶
𝐴, 𝐷 + = 𝐴, 𝐷
𝐵, 𝐶 + = 𝐵, 𝐶, 𝐸
𝐵, 𝐷 + = 𝐴, 𝐵

𝐶, 𝐷 + = 𝐶, 𝐷, 𝐸, 𝐹, 𝐺
𝐴, 𝐵, 𝐶 + = 𝐴, 𝐵, 𝐶, 𝐸

𝐴, 𝐶, 𝐷 + = 𝐴, 𝐵, 𝐶, 𝐷, 𝐸, 𝐹, 𝐺
𝐵, 𝐶, 𝐷 + = 𝐵, 𝐶, 𝐷, 𝐸, 𝐹, 𝐺



How to find FDs 
in the new Set:

Easy but quite 
some work

𝑺 = {𝑨 → 𝑩, 𝑪 → 𝑬, 𝑪𝑫 → 𝑭, 𝑭 → 𝑮}
𝑹𝟏 = 𝑨,𝑩, 𝑪, 𝑫
𝐴 + = 𝐴, 𝐵
𝐵 + = 𝐵
𝐶 + = 𝐶, 𝐸
𝐷 + = 𝐷

𝐴, 𝐵 + = 𝐴, 𝐵
𝐴, 𝐶 + = 𝐴, 𝐵, 𝐶
𝐴, 𝐷 + = 𝐴, 𝐷
𝐵, 𝐶 + = 𝐵, 𝐶, 𝐸
𝐵, 𝐷 + = 𝐴, 𝐵

𝐶, 𝐷 + = 𝐶, 𝐷, 𝐸, 𝐹, 𝐺
𝐴, 𝐵, 𝐶 + = 𝐴, 𝐵, 𝐶, 𝐸

𝐴, 𝐶, 𝐷 + = 𝐴, 𝐵, 𝐶, 𝐷, 𝐸, 𝐹, 𝐺
𝐵, 𝐶, 𝐷 + = 𝐵, 𝐶, 𝐷, 𝐸, 𝐹, 𝐺

𝐴 → 𝐵

𝐶 → 𝐸

𝐴𝐶 → 𝐵

Do the closure with the 
original FDs, but only§
take the rules with the 

newAttributes

𝐵𝐶 → 𝐸



Functional Dependencies

𝑨 𝑩 𝑪 𝑫 𝑬 𝑭 𝑮
Anton CS Database 2021 5 Keller B123

Anton CS Programming 2020 5 Keller B123

Sandra ELEC Network 2020 5 Kivelä A123

Carl DS Database 2020 5 Sawhney A112

Carl DS Network 2021 5 Kivelä A123

Sandra ELEC Suomi 2020 2 Järvinen C123

Merlin CS Programming 2019 5 Pasi B112

Harry DS Suomi 2020 2 Järvinen C123

Michael CS Business 2020 5 Ungeheu
er

D123

𝑨 → 𝑩, 𝑪 → 𝑬, 𝑪𝑫 → 𝑭, 𝑭 → 𝐆,

= {student,course,year} 4. Recursively continue with 𝑅1 and 𝑆1
and 𝑅2 and 𝑆2 respectively – return the 
results of these decompositons

𝑅1 = {𝐶, 𝐷, 𝐸, 𝐹, 𝐺}
𝑆1 = 𝐶 → 𝐸, 𝐶𝐷 → 𝐹, 𝐹 → 𝐺

𝑅2 = {𝐶, 𝐷, 𝐴, 𝐵}
𝑆2 = 𝐴 → 𝐵



Functional Dependencies

𝑨 𝑩 𝑪 𝑫
Anton CS Database 2021

Anton CS Programming 2020

Sandra ELEC Network 2020

Carl DS Database 2020

Carl DS Network 2021

Sandra ELEC Suomi 2020

Merlin CS Programming 2019

Harry DS Suomi 2020

Michael CS Business 2020

𝑨 → 𝑩,

= {student,course, year}

𝑅 = {𝐶, 𝐷, 𝐴, 𝐵}
𝑆 = 𝐴 → 𝐵

1. Check wether 𝑅 is in BCNF if so: 
We are Done! Return {𝑅}

2. If there is a BCNF violations: Take 
one 𝑋 → 𝑌
Compute 𝑋+, choose 𝑅1 = 𝑋+ and let 
𝑅2 = 𝑋 ∪ 𝑅 − 𝑋+

𝑅1 = {𝐴}+= {𝐴, 𝐵}
𝑅2 = {𝐴 ∪ (𝑅 − {{𝐴}+}}

𝑅2 = {𝐴, 𝐶, 𝐷}



1&2 for BCNF with our algorithm
2&3 see Algorithm in book but not 1
we cannot get all 3 :/

If we decompose according to the presented Algorithm, we can get 
back everything by natural join ☺

1. Elimination of Anomalies
2. Recoverability of Information
3. Preservation of Dependencies



Fixing stuff is cumbersome but 
possible – better design the DB 
nicely ;)

Conclusion:
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SQL Part III Grouping & aggregate functions

Movies have been grouped according to their genres. Notice the
reduction in the rows from 6 ! 3.

I Each di↵erent genre produces one row.

I The column Count is an aggregate value indicating the no of
movies per (grouped) genre.

I Other aggregates are MAX(), MIN(), AVG(), SUM() which
always ignore Nulls.



SQL Part III Grouping & aggregate functions

1 SELECT [DISTINCT] <GroupingAttributes>,
2 <AggregatedAttributes>
3 FROM <Relation(s)> [WHERE <Conditions>]
4 GROUP BY <GroupingAttributes>
5 [HAVING condition] [ORDER BY <GroupingAttributes>];

I a HAVING-clause restricts the grouped rows.

I if there is a WHERE-clause, the WHERE-clause is evaluated
before groups are formed.

I Having refers to the rows of a GROUP by query: its columns
must be in GroupingAttributes.



Sample Data (0A/12): excerpt from table Movies

1 SELECT * FROM Movies;



Sample Data (0B/12): contents of table StarsIn

1 SELECT * FROM StarsIn;

1 SELECT COUNT(*) FROM StarsIn;

Above would return total row count (13).



SQL III (0C/12): contents of pre-group query: genre, title
and actors in movies. (excerpt)

1 SELECT Genre, M.title, S.starName FROM Movies M, StarsIn S
2 WHERE S.movieTitle = M.title AND S.movieYear = M.yearReleased
3 ORDER BY 1

I Query lists an actor, a movie in which s/he starred, and the
genre (so three entries for ‘Star Wars’).

I starName is a foreign key in StarsIn (duplicate entries
possible)



SQL III (0D/12): No of films per genre

1 SELECT Genre, COUNT(DISTINCT(M.title)), COUNT(starName)
2 FROM Movies M, StarsIn S WHERE S.movieTitle = M.title AND
3 S.movieYear = M.yearReleased GROUP BY Genre ORDER BY 1

I COUNT(Columnname) is an aggregate op. to count the no of
non-null entries. Also available: MAX, MIN, AVG, SUM.

I COUNT(DISTINCT(Columnname)) eliminates any duplicates
prior to aggregation. DISTINCT is required for title to
count each movie only once.

I COUNT(DISTINCT(starName)) would return how many
di↵erent actors appeared in each genre.



SQL Part III (1/12) ! Count the nos of movies released
each year. Sort in descending order.

1 SELECT yearReleased, COUNT (title) As NoofMovies FROM Movies
2 GROUP BY yearReleased ORDER BY yearReleased DESC

We count the occurrence of *each* movie title even if two
movies have the same title (with di↵erent years). No need for
keyword DISTINCT. Any Nulls would be ignored.



SQL Part III (2A/12) ! for movies released after 1979,
count their nos in each genre.

1 SELECT genre, COUNT (title) As NoofMovies
2 FROM Movies WHERE yearReleased >= 1980
3 GROUP BY genre ORDER BY genre

The WHERE-clause is applied first, then the resulting rows
are grouped.



SQL Part III (2B/12) For movies released after 1979,
count their nos per genre, display the studio names.

1 SELECT genre, COUNT (title) AS NoOf, studioName
2 FROM Movies WHERE yearReleased >= 1980
3 GROUP BY genre ORDER BY genre

Above is a WRONG use of GROUP-BY as studioName is not
defined for the group.
Some RDBMS allow this and don’t give an error.

I Note: If a column in the SELECT statement is not an
aggregate (e.g., AVG/MIN/MAX/SUM/COUNT), include it
in the GROUP BY clause.

I The result of the above incorrectly specified query is shown on
the next slide.



SQL Part III (2C/12) For movies released after 1979,
count their Nos in each genre per studios: incorrect way.

1 SELECT genre, COUNT (title) AS NoOf, studioName
2 FROM Movies WHERE yearReleased >= 1980
3 GROUP BY genre ORDER BY genre

The above result set is incorrect due to studioName.
Most RDBMS allow this though and pick one studioName to
display. The displayed studio name is misleading since not all
movies in the genre belong to the same studio.



SQL Part III (2D/12) For movies released after 1979,
count their Nos in each genre per studios (sub-groups)

1 SELECT genre, COUNT (title) AS NoOf, studioName
2 FROM Movies WHERE yearReleased >= 1980
3 GROUP BY genre, studioName ORDER BY genre

The above is a correct use of GROUP BY with sub-groups:
first group according to (1) genre and then per (2) studioName.



SQL Part III (3/12) For movies after 1979, count their nos
per genre and indicate min/max release years within
group

1 SELECT genre, MIN (yearReleased) AS Starting,
2 MAX (yearReleased) AS Ending, COUNT (title) AS NoOf
3 FROM Movies WHERE yearReleased >= 1980
4 GROUP BY genre ORDER BY 2 DESC

2 DESC: sort 2nd col. in descending order
.



SQL Part III (4/12) Actors who starred in at least 3
movies.

1 SELECT starName FROM StarsIn
2 GROUP BY starName HAVING COUNT(*) >= 3;

Count(*) in HAVING-clause refers to the number of rows

in each group. Note: Count(*) includes rows with Nulls.

I Note: HAVING COUNT(starName) > 3 would skip any
Null-values (may appear when using LEFT OUTER join).

I Since there are no Nulls here, both would return the same
answer set.



SQL Part III (5A/12) Use of grouping to find male movie
stars who did *not* star in a movie (negation)

1 SELECT name, address FROM MovieStar LEFT OUTER JOIN
2 StarsIn ON name = starName WHERE gender = 'M'
3 GROUP BY name HAVING COUNT(StarName) = 0

Find rows from MovieStar (primary key name) for which there

are *no* corresponding foreign key StarName in StarsIn.

I GROUP BY starName would not return all actors.
I HAVING COUNT(name) = 0 would not find any Nulls.
I HAVING COUNT(*) = 0 would not work: includes Nulls.
I Address is displayed (not a grouping column) because GROUP

BY starName done on a primary column: only one address
can be associated to it, no ambiguity.



SQL Part III (5B/12) Use of grouping to find male movie
stars who did *not* star in a movie (negation)

1 SELECT name, address, COUNT(*) FROM MovieStar
2 LEFT OUTER JOIN StarsIn ON name = starName WHERE gender = 'M'
3 GROUP BY Name

COUNT(*) includes Nulls, so actors who did not appear in

any movie (Clint E. and Richard A.) get included once.

I actors who appeared in one movie are also included once:
Mark H. and Mike M.



SQL Part III (6A/12) ! Find the most productive movie
executives in terms of no films and total movie lengths

1 SELECT Mx.name, COUNT(title), SUM(LengthMin)
2 FROM Movies Mo, MovieExec Mx WHERE Mo.prodno = Mx.certno
3 GROUP BY Mx.name ORDER BY 3 DESC LIMIT 5

I LIMIT is for SQLite, PostgreSQL and MySQL. Oracle would
use ROWNUM <= 5, IBM’s DB2 would use FETCH FIRST 5
ROWS ONLY.



SQL Part III (7/12) Find movies that belong to a genre
where all movie durations are less than 128min. Display
the movie title, its genre and its duration.

1 SELECT title, genre, LengthMin FROM Movies
2 WHERE genre IN (SELECT genre FROM Movies
3 GROUP BY genre HAVING MAX(LengthMin) < 128)

I Note: grouping occurs in a sub-query.



SQL Part III (8/12) For each genre, find the title and
maximum length of each movie.

1 SELECT title, yearReleased, genre, lengthMin FROM Movies
2 WHERE (title,lengthMin) IN
3 (SELECT title, MAX(lengthMin) FROM Movies
4 GROUP BY genre)
5 ORDER BY lengthMin DESC

Note that the inner query (lines 3 and 4) is a multiple-column
non-correlated subquery that returns two attributes
to the outer query.



SQL Part III (9A/12) Find the minimum length of movies
for each genre where the shortest film is over 01:30hrs, but
show movies in genre ‘war’ individually with their prodno.
Exclude ‘test version’ or ‘experimental’ movies.

1 SELECT COUNT(prodno), genre, MIN(LengthMin) FROM movies
2 WHERE genre NOT IN ('war','test version','experiment')
3 GROUP BY genre
4 HAVING MIN(LengthMin) > 90
5 UNION
6 SELECT prodno, genre, LengthMin FROM movies
7 WHERE genre = 'war'

Using UNION makes it possible to treat certain data
di↵erently: War movies are not grouped but are included.



SQL Part III (9B/12) Query 9A cont.

Note how the data for War movies are listed individually
without grouping: the actual prodno gets displayed instead of the
count of prodno.



SQL Part III (10/12) Find movies whose length exceeds
the length of all movies in ‘war’ genre.

1 SELECT title FROM Movies WHERE lengthMin > ALL
2 (SELECT lengthMin FROM Movies WHERE genre = 'war')

1 SELECT title FROM Movies WHERE lengthMin >
2 (SELECT MAX(lengthMin) FROM Movies WHERE genre = 'war' )

I ALL and ANY are SET operations (used less often) that are
not available in SQLite.

I Both queries above yield same result: ‘



SQL Part III (11/12) Analyze the movies in each genre
with respect to their duration

1 SELECT Genre, MIN(LengthMin), MAX(LengthMin), COUNT(title),
2 AVG(LengthMin) FROM Movies
3 GROUP BY genre ORDER BY genre

Above is a basic descriptive statistics with SQL

I May help to detect outliers



SQL Part III (12/12) Write a query to analyze the movies
in each genre if a genre has more than one entry.

1 SELECT Genre, MIN(LengthMin), MAX(LengthMin), COUNT(title),
2 AVG(LengthMin) FROM Movies
3 GROUP BY Genre
4 HAVING COUNT(*) > 1
5 ORDER BY Genre


